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i.  Comments Regarding the Experiments 

For the first part of this semester, you will carry out four experiments where what you have learnt about 
computer interfacing and statistics will be applied.  The physics of these experiments is not particularly 
profound but with care in the data collection and analysis, you will be able to make precision 
measurements.  We will present some background theory and make some suggestions to enable you 
to get the most from your data but you will have to think of a best way of analyzing the experiment. 

Since these exercises require more creative input than some of your previous labs, your reports should 
contain information how and why you took certain steps in carrying them out.  They should include a 
brief Introduction and sections on Data Collection and Analysis as well as a Conclusion. 

Before you use the equipment for the experiments be sure that you test your electronics and any data 
collection programs.  Do not use the equipment to trouble-shoot, as other people will generally be 
waiting to use it.  In addition, do not attempt to do "on-line" analysis; write your data to a data-file so that 
you can do your analysis "off-line", at your leisure. 

After collecting data and analyzing it, you may find the need to repeat some measurements in light of 
what you have learned.  This is OK within reason, but first time users of the apparatus will have priority. 

The experiments are located in the following rooms: 

Room 62:  Half Life of Polonium and Noise Measurements 

Room 63:  Diffraction Experiment 

Room 65:  X-ray Diffraction  (if applicable) 

Room 66:  Ball Dropper 

Room 67:  Ball Dropper 

Room 68:  Noise Measurements 

Keys to these rooms can be found on the black board in room 65; please return them as soon as you 
have opened the room. 

Report to us immediately if you should find the equipment damaged or if it happens to break during an 
experiment.  If you cannot find anyone, please leave email so that we can repair or replace it! 

Preface 

 Preface 
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Some general comments: 

Plan your experiment.  Make some initial estimates or calculations of the quantities you will be 
measuring.  Make a rough estimate of the resolution of your experiment; i.e., how accurate should your 
final result be?  Decide where the greatest sources of systematic error might lie.  Anticipate any 
difficulties. 

Always do some quick, rough measurements first, over the full range of variables, if possible.  This is to 
enable you to get a "feel" for the equipment, for its precision, and for any quirkiness it may have. 
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1.  Noise Measurements 

Adapted from Prof. Keith Ruddick's Write-Up 

In this experiment, you will make two series of measurements in order to determine two of the 
fundamental constants of physics: k the Boltzmann constant, and e the charge on the electron.  k will 
be determined by measurements of the thermal (Johnson) noise in a series of resistors, while e will be 
determined by measurement of the shot noise in a weakly illuminated photodiode. 

This experiment consists of three steps: 

• First, you calibrate the preamplifier and filters to obtain their gain vs. frequency response (see 
figure 1.1.)  This is done by comparing the output signal from the preamplifier and filters to a 
known input signal from the function generator.  Since the preamplifier has a very large gain, 
the corresponding input signal must be very small. Therefore, it is first sent through an 
attenuator circuit to avoid overloading the preamplifier. 

• Second, use ordinary carbon resistors as noise "signal generators."  Connect them to the 
preamplifier input.  Since you have measured the preamplifier and filters response to a small 
input signal, you can now determine k from the measured output voltages. 
 
It may seem a bit strange that a carbon resistor could act like a signal source because so far 
you have treated carbon resistors as passive devices to reduce voltages.  For this experiment 
you should consider that in addition to the V = I R relation, carbon resistors also produce a 
very small Johnson noise voltage Vj.  Since this noise voltage is an AC source, you must 
rectify the signal, i.e., measure its RMS voltage. 

• Third, you measure the small current fluctuations due to shot noise from a phototransistor 
illuminated by an LED and determine e.  The shot noise voltage is measured by passing the 
current from the phototransistor through a resistor which in term is connected through some 
coupling capacitors to the preamplifier and filters.  Clearly, the resistor must be chosen 
carefully so that the observed noise voltage is not dominated by Johnson noise.  

1.1.  Theory:  Determination of k from Johnson Noise 

Spurious voltages or currents which interfere with electrical signals are termed noise.  A typical 
example would be pick-up of 60 Hz signals from the ac mains.  Such noise can arise from poor 
shielding or poor grounding of the apparatus, but some types of noise are intrinsic to electrical circuits.  
Johnson noise, sometimes called thermal noise, is one of these. 

Chapter 

1 Noise Measurements 
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Thermal fluctuations of the electromagnetic field inside a resistor produce a corresponding random 
fluctuation in the voltage.  You can read about Johnson's experiments and their explanation by Nyquist 
in two important papers in Physical Review, Volume 32, pp 97, 110 (1928).  (These are highly 
recommended reading).  H&H discuss noise from a more practical point of view in chapter 7.  

Using classical physics arguments and statistics, Nyquist showed that the RMS noise voltage across 
any resistance R in a frequency range B is: 

 kTRBVJ 4=  (1.1.) 
 where k is the Boltzmann constant and T the absolute temperature.  For example, the RMS noise 
voltage of a 10 kΩ resistor at room temperature measured over a bandwidth (frequency range) of 
10kHz is 1.3µV, i.e. an amplifier with a gain of 106 and this bandwidth connected across a 10 kΩ will 
have an output of 1.3 V even when no signal is applied!  The noise power is the same for equal 
frequency intervals; i.e., the frequency spectrum is flat, and Johnson noise is said to be "white noise", 
analogous with the uniform spectral distribution of white light. 

 

In this experiment, you will actually measure a portion of the Johnson noise power spectrum. Since the 
noise voltages are small, these must be amplified using an instrumentation amplifier. Such amplifiers 
are used for measuring small differential voltages and have extremely large common-mode rejection 
ratios.  The frequency bandwidth will be determined by a combination of the gain characteristics of the 
amplifier and by additional low-pass and high-pass filters. 

If a sinusoidal input signal Vin of frequency f becomes Vout after amplification and filtering, then the 
effective gain g(f) is defined by: 

 ( )
finout VVfg =)(  (1.2.) 

Thus, after amplification the contribution 2
JdV   to the Johnson noise in a differential frequency interval 

becomes: 

 ( ) 222
JJout dVfgdV =  (1.3.) 

and after integrating over the frequencies of the pass band we obtain: 

( ) ( )∫
∞

==
0

222 44 BGRkTdffgRkTVJout   (1.4.) 

where the factor G2B is essentially an effective bandwidth B multiplied by the square of some average 
gain, G. 

 f

g(f)

G

B

 

• Figure 1.1.  Gain as a function of frequency. 
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The first part of this experiment consists of a calibration of the amplifier and associated filters to 
determine the factor G2B and, the second part, the measurement of VJout for a range of resistor values.  
This is a high precision experiment, in principle.  With these data, and with a little care you should be 
able to get a precision of about 1% in your final result. 

1.2.  Apparatus  

 

 

Filter
A

B
Filter

Voltmeter
VRMS

Scope

Philips PM 2525Krohn-Hite KH3700RSR-560 or PAR 113

 
• Figure 1.2.  Johnson noise measurement set-up.  

Figure 1.2. shows the electronic apparatus.  Set the system up and familiarize yourself with the low-
noise instrumentation amplifier (either a Stanford Research SR-560 or PAR-113), the band-pass filter 
(Krohn-Hite KH-3700R), and the RMS voltmeter (Philips PM-2525 or HP34401A).  The Stanford 
SR560 amplifier incorporates both low-pass and high pass filters for defining the measurement 
bandwidth, and the KH-3700R is used to provide even better definition of the bandpass region. 

Some possible settings for the components, which should eliminate effectively all traces of the 60 Hz 
and its harmonics are: 

SR 560 or PAR 113 Low-Pass: 30kHz 
 High-Pass: 300Hz 
 Coupling: AC 
 Source: A – B 
 Gain Mode: Low Noise 
 Gain: 104 
 Power: BATT (if possible) 
KH 3700 LF: 300Hz 
 HF: 20kHz 
 Gain: 0 dB 
  Line Opr and plugged in! 

• Table 1.1.  Settings for the Stanford SR560 and the Krohn-Hite KH3700R low noise amplifier  filter.  Note that for 
the SR560, both the 300Hz and the 30kHz filter cutoff lights must be on; if this is not the case keep pressing the 
button located directly over the label "ROLLOFF". 

During the experiment disconnect the power cord to the Stanford Research SR-560; it contains a 
rechargeable battery and will run a lot quieter on the battery than when it is connected to the 110VAC.  
Since the battery needs to recharge, reconnect the power cord when you are done with the experiment 
so that other people can use it.  The OVERLOAD signal light indicates that the signal fed into the 
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amplifier is too large; reduce either the signal or the gain if this happens; you may have to turn the 
amplifier off temporarily.  If it refuses to turn on, you need to further reduce the input signal. 

Use short coaxial cables to connect to the A and B inputs of the preamp (each input switch in the AC 
position). 

1.3.  Calibration 

a) Set-up 

The calibration consists of generating a known sinusoidal voltage Vin at a frequency f and measuring 
the output voltage Vout to determine the actual frequency dependent gain of the system g(f) over the 
range of the chosen bandpass interval.  Use the settings as shown in table 1.1. 

b) Using the Attenuators 

The first problem is that of obtaining a small, measurable input voltage.  The maximum output voltage 
of the system is around 5 V and wave distortions occur at higher output voltages.  Since the amplifier is 
used with a gain setting of 104, you would need input voltages of 10's of µV.  The function generator 
can only provide pulses as small as a few mV.  The solution to this dilemma is to place an attenuator 
or resistive voltage divider on the output of the function generator before the calibration signals are sent 
to the amplifier. You should find appropriate attenuators with the equipment; they provide 
approximately an attenuation factor of 1000.    See figure 1.3. 

Function- 
generator HI 

Output 

Attenuator 

50Ohm 

B 

A 

R 

 

• Figure 1.3.  Setup for using the attenuators to obtain a small input signal.  (If you wish to make your own 
attenuator to provide more or less attenuation, ideally it should have an output impedance of 50 Ω so that it has 
the same output impedance as the function generator). 

First calibrate the attenuator: You should be able to determine the attenuation factor by opening the box 
and directly measuring the values of the resistors with the digital multimeter. 

c) Measuring Gain and Bandwidth 

You are now ready to measure g(f). 
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 Function 
Generator 

Attenuator Amplifier and 
Filter 

Filter 
(Krohn/Hite)

Vout Vin 

 
• Figure 1.4.   

 (i) Connect the attenuator between the function generator and the amplifier as shown in Figure 1.4.  
(On the PAR113 make sure that input B is grounded if you use input A, on the SR 560, select A.)  Also 
connect one digital voltmeter directly to function generator output to measure Vin and another one to the 
Krohn-Hite filter output to measure Vout.  See figure 1.4.  Make sure both meters are set to measure 
RMS voltages!  If you are using the HP34401A multimeter press “AC V,” on the Philips PM2525 press 
the V~ button.  For the appropriate settings of the amplifier and filters see table 1.1. 

(ii) Before you begin taking data you, check that the equipment is working properly and that you 
know how to compute g(f).  Set the output amplitude of the function generator, Vin, to 0.1 V RMS and 
adjust its frequency until you find the value for which Vout is a maximum.  From these readings and 
taking the attenuator into consideration, calculate g(f), i.e., the gain of the amplifier and filter system.  
Your result should be very close to the nominal gain setting of the amplifier.  If you are off by more than 
15% do not continue; instead see your TA. 

 (iii) Now systematically measure Vin and Vout as a function of frequency.  Record sufficient data so 
that you will be able to accurately evaluate the integral ( ) dffg∫ 2  using numerical and graphical 

methods.  Taking readings from 100Hz to 40 kHz at 1 to 2 kHz intervals should be sufficient.  While 
doing so, keep an eye on Vout: if it exceeds 5 V RMS you are probably overloading the amplifier and 
your results are meaningless; if Vout drops below 5 mV RMS, your readings are too small to be 
accurate.  In either case, adjust the amplitude (Vin) of the function generator.  A good starting value for 
Vin is between 0.1V and 1V RMS. 

 (iv) Using an Excel spreadsheet, you should now be able to obtain a value for the quantity 

( )∫
∞

=
0

22 BGdffg   (1.5.) 

 
One method to evaluate equation 1.5, though not the most accurate one, is to use the integration by 
summation.  You sum the products of g2(f) and ∆f where g2(f) is obtained from the individual Vout and Vin 
measurements in (iii) and ∆f corresponds to the frequency interval of each measurement. 

Before you continue and use a more sophisticated numerical integration method, you should check the 
result obtained by the simple integration by summation method with the right hand side of 1.5: use the 
maximum gain measured in (ii) for G and a good estimate of B, which is the bandwidth, can be 
obtained by looking at a plot of g(f) vs. f data.  This rough estimate of G2B should agree in its magnitude 
to the result obtained by the integration by summation method!  Check this before proceeding! 

If your rough estimate agrees, you should improve the accuracy of the integration by using a numerical 
method such as the Trapezoidal or Simpson's rule of integration.  It is up to you which one you choose, 
nevertheless, make sure that you check the result from the more sophisticated method against the 
more simple one.  (Keep this rule of programming in mind:  while a simple numerical method may not 
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produce a very accurate result, it is sometimes better than the result from a more accurate method 
which, due to its complexity, may contain bugs!) 

Finally, estimate the uncertainty of your result and report the result and its uncertainty in your report.  
Also, keep the spreadsheet with the calculations because you will need it to adjust your result later for 
an additional correction factor.  (See eq. 1.7.) 

1.4.  Johnson Noise 

The Shielded Aluminum Box 

The signal that you will measure from the Johnson noise is very small, on the order of a few mV / kΩ.  
Therefore, it is crucial that the resistors and all the cables connected to the resistor are shielded from 
external noise sources, especially from the ubiquitous 60 Hz.  You will find an aluminum box with a lid 
next to the experiment and you will use it to shield the resistor during the measurements.  Note that you 
are a fairly efficient antenna yourself and that your position relative to the resistor may provide 
significant noise unless you provide adequate shielding, by closing the lid.  See if tapping on the box, or 
any other vibration produces noise signals (microphonics). 

Measurements 

Now measure VR for a series of resistors in the range 1 kΩ to 1 MΩ.  The resistors can be held 
between a pair of alligator clips inside the shielded aluminum box; for a detailed circuit diagram see 
figure 1.5.  Note, when switch S1 is in the "JOHNSON" position then the BNC connectors are only 
connected across the resistor R and all other elements of the circuit inside the box will be disconnected.  
(The disconnected circuit is not needed until the next part of this experiment, the shot noise 
measurements.) 

Also, since you no longer need the attenuator, make sure you disconnect it and that you connect the 
"noise-box" directly to the amplifier with coaxial cables that are as short as possible.  Be sure to try 
different resistors (about 10 should suffice) and don't forget to measure their resistance!  Also measure 
Vzero  for the case when the resistance is zero, i.e. for a piece of wire. This latter is important in order to 
determine the equivalent noise input of the amplifier.  You should take several of these readings during 
the course of your measurements, since any additional interference may vary with time.  Estimate the 
uncertainty of each measurement that you make. 

All contributions to the measured RMS voltage should be statistically uncorrelated and must therefore 
add in quadrature.  The desired mean square Johnson noise is then 

222
zeroRjout VVV −=   (1.6.) 

1.5.  Data Analysis 

Your results should be presented in the form of a table and graph of values for RVJout
2  as a function of 

R.  Your data will probably show that RVJout
2  falls at large R.  The reason for this is an effect, which 

has not yet been considered: stray capacitance of input cables and the input capacitance of the 
preamplifier itself.  The effect of this capacitance, which is effectively in parallel with the resistance R, is 
to form a low pass filter, which shunts part of the ac Johnson noise signal.  Its effect can simply 
accounted for by including an additional factor in the expression for 2

JoutV : 
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( )
df

fRC
fgRkTVJout ∫

∞

+
=

0
2

2
2

21
)(4

π
  (1.7.) 

This additional factor clearly has negligible effect for low frequencies and small resistances.  Since it is 
frequency dependent, it should be included in your spreadsheet calculations to determine G2B when 
you fit your data over the full range of resistances.  A suitable value of C can be found from the value 
quoted by the manufacturer for RG58 coaxial cable as 29 pF/ft. 

Finally, give your value for the Boltzmann constant k with its error estimate.  Note that such 
measurements can, and do, provide a means for direct temperature measurement.  With special 
techniques, they can be used to measure temperatures down to the mK (milliKelvin!) scale. 

1.6.  Determination of e by Shot Noise Measurements 

In contrast to a normal steady current, a source of current in which the charge carriers are created or 
released by statistically independent events must deliver a "noisy" current, which fluctuates about some 
average value.  An example of such a current is the current generated by light falling on a photodiode; 
electrons are excited into the conduction band and swept away by the local electric field in the depletion 
region.  The fluctuating component in such currents was first called "shot noise" by Schottky who 
likened it to the acoustic noise generated by a hail of shot striking a target; a better analogy might be to 
the sound of raindrops falling on a tin roof.  Shot noise is a white noise, like thermal noise. 

Some features of shot noise can be obtained from statistical arguments: If, on average, N electrons are 
produced in a time interval τ then the resulting average current will be: 

τ
NeIave =   (1.8.) 

This current will have a fluctuating component Ifluct proportional to the fluctuations in the quantity N, 
given by Poisson statistics as  N , i.e. it then follows that 

τ
eII ave

fluct =2   (1.9.) 

In this analysis, we must assume that τ is large enough so that the numbers of electrons produced in 
successive time intervals τ are statistically independent.  

In general, a single electron injected into any circuit will produce a pulse of current i(t) which will be a 
damped oscillation due to inductance in the circuit.  τ will then be the effective duration of this 
oscillation. Obviously  ∫ dtti )( .  Many individual electrons generally will be produced in the time τ and 

the result is a superposition of many wave forms i(t) initiated at random times. A full analysis of the 
problem requires Fourier analysis of such random noise signals and yields 

eBII avefluct 22 =   (1.10.) 
where B is the frequency bandwidth of the measurement, as before.  This implies that a current of 1µΑ 
will have a fluctuating component of 0.6x10-4 µΑ when measured over a 10 kHz bandwidth, for 
example. 

 

In this experiment, the current produced by a weakly illuminated photodiode is passed through a 
resistor R. (See figure 1.5.) The average voltage across this resistor is then Vave = Iave R.  The small 
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fluctuating voltage component Vfluct = Ifluct R can be separated off by a blocking capacitor, then amplified 
and filtered, and finally measured by an RMS voltmeter.  After amplification g(f) at frequency f we have: 

( ) fluctrms VfgV =   (1.11.) 
and then 

( ) ( )BGeRVdffgIeRV aveaverms
2222 22 == ∫   (1.12.) 

1.7.  Shot Noise Setup 

By setting the switch on the shielded box to the "SHOT" position, the photodiode (Motorola MRD 500) 
and its battery power supply are connected across the resistor and BNC output connectors: 

9V

LED
OFF

ON LED

LED Intensity

1k15uF

Photo

OFF

ON
Diode A

B

R

Shot

Johnson

Shot

Johnson

DVM
IN

IN

OUT

OUT

S1

S2

9V

Diode

S3

S4

Vave

Vrms

  
• Figure 1.5.  The "noise box" circuit.  Be sure to turn on S3 and S4 for the shot noise measurements. 

The source of illumination is an LED whose intensity may be varied by means of a potentiometer; 
reduce the LED intensity if the overload (OVLD) light comes on.  Vave is measured by a digital voltmeter 
as a DC voltage across R; a switch is provided to disconnect this DVM from the circuit when the Vrms 
noise measurement is being made (to prevent the injection of excess noise). 

The settings that you used in the measurement chain for the Johnson noise measurements will 
probably prove adequate (and save you the necessity of recalibration) for the Vrms measurements; 
remember to keep the mulitmeter in its RMS AC voltage measurement mode i.e. press the AC V (HP) 
or V~ button (Philips) respectively. 

The currents that you will be measuring are very small, fractions of a µA typically.  You must choose an 
appropriate value of R so that the shot noise signal is neither too small nor completely dominated by 
the Johnson and amplifier noise.  On the other hand, adding the diode to the circuit must necessarily 
add significantly to the capacitance connected across the resistor: As discussed in the Johnson noise 
measurements, the effect of this stray capacitance is enhanced with large resistance values. 

Resistor values around 100kΩ have produced good data.  You should take measurements with five 
resistors to check that your result is independent of stray capacitance.  Also, if the OVERLOAD LED 
should turn on just wait a few seconds and if everything is ok it should turn off automatically.   
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1.8.  Shot Noise Analysis 

Plot  2
rmsV  as a function of ( )dffgRVave ∫

∞

0

22 .  Find the slope and intercept to determine the charge on 

the electron and the amplifier noise at the input. 



 

12 
 

 Noise Measurements Experiment Grading Form 

 Name:………………………………… 

 

 Total Pts:……………….. 

Theory 

 Max 
Pts. 

 Comments 

  Overall  
  Johnson Noise  
  Shot Noise  

 

Questions/Analysis/Results 

 Max 
Pts  

 Comments 

  determine G2B  
  C-correction for large R   
  Johnson noise k  
  Johnson noise σk  
  Johnson noise discussion  
  Johnson noise overall  
  shot noise e  
  shot noise σe  
  shot noise discussion  
  amplifier noise  

 

Presentation 

 Max 
Pts 

 Comments 

  Sections labeled, figures labeled  
  Figures referenced, units  
  Overall  

 

Comments: 

 



 
 

13 
 

 
2.1.  Introduction 

In this high precision experiment you will drop steel and nylon balls from a fixed height and measure the 
time t taken to fall between two light beams which are placed a distance y apart. 

 

a

r

b

1st Beam

2nd Beam

T = 0
T = T

Ball

0

T = T1

y(t)

t = 0
Y = 0
Y = a

Y = a + r
Y = a + r + b  

• Figure 2.1.  Ball dropper Setup.  Note the two types of variables used, the lower case variables, y, r and t are 
measured values.  For example: t, corresponds to the time interval, as measured with the PM2525 meter, for the 
ball to travel between the first and second light beams.  The upper case quantities, Y and T, are variables to be 
determined in the data analysis. For example: the ball has zero velocity at  T = 0. 

Free Falling Object Without Air Resistance 

The equation of motion for a freely falling object is: 

mg
dt

ydm =2

2

  (2.1.) 

Integration yields: 

( ) gtvtv += 0   (2.2.) 
where vo is the velocity when the ball passes the first light beam.  Integrating this equation yields: 

( ) 2
0 2

1 gttvty +=   (2.3.) 

Chapter 

2 Measurement of g 
and Drag Forces on 

Falling Balls



 

14 
 

These equations account for the presence of a gravitational force only.  In practice, air provides a drag 
force which can have a significant effect on a falling object. 

While y(t) represents the actual distance that the ball has dropped in a time interval t, (see figure 2.1), in 
the actual experiment the distance r will be read with high accuracy from a calibrated vernier.  The 
distances a and b, (see figure 2.1), which are on the order of a few millimeters, can not be measured 
directly because they depend, among other factors, on the exact position where the ball interrupts the 
light beam which triggers the timer.  A rough approximation for both values should be found before you 
begin the experiment and, as you will see later, very accurate determinations of both a and b will be 
made.  

Keeping in mind that 

( ) ( ) btrty +=   (2.4.) 
then g can be determined by linearizing equation 2.3 and applying a least square fit to a straight line.  
How do you linearize equation 2.3?  Divide it by t; fitting that equation vs. t results in a linear equation 
with slope g/2 and intercept v0. 

What is the effect of b, which at this point is not known with great precision?  When we linearize 
equation 2.2 we get: 

( ) ( ) gtv
t

btr
t
ty

2
1

0 +=+=   (2.5.) 

If we introduce a small error, δ, in b and then assume that b' = b + δ   we arrive at: 

( ) ( )
t

gtv
t
btr

t
btr δδ ++=++=

′+
2
1

0   (2.6.) 

Figure 2.2 shows a plot of equation 2.6 vs. t for different values of δ.  The asymptotic effect that the δ/t 
term produces at t = 0 can clearly be seen. 

y/t vs. t for different values of delta
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• Figure 2.2.  y/t vs. t for different values of δ. 

Hence, the "best" value for b can be determined by selecting a few well chosen values of b' and 
calculating the resulting χ2: Only when b' = b, i.e. for δ = 0, will the data approach a straight line at t=0.  
For all other values of b', the data will deviate from a straight line and the fit will produce a large value of   
χ2.  Therefore, a minimum χ2 corresponds to the best value of b.  The least square fit automatically also 
calculates the best values for g/2 and v0. 
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Free Falling Object with Air Resistance 

For a ball falling in air, the equation of motion, 2.1 becomes: 

n

dt
dykmg

dt
ydm 







−=2

2

  (2.7.) 

where the second term on the right is the drag force and k specifies the strength of the retarding force.  
The value of n depends on the shape of the object and its velocity.  For large velocities, n approaches 
unity which corresponds to Stoke’s law of resistance.  At small velocities, like the ones acquired by the 
balls in this experiment, the resisting force is proportional to the square of the velocity, in which case it 
obeys Newton’s law of resistance: 
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dt
dykmg

dt
ydm   (2.8.) 

This equation can be integrated to yield the solution: 
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  (2.9.) 

where Vt is the terminal velocity which is related to k: 

k
mgVt =2   (2.10.) 

If we have a system with Y(T=0)  and v0=0 , then equation 2.9. can be solved for T: 
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Since the effect of the drag force is not very transparent in this equation, the following expansion in Y 
may be more illuminating: 
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The correction due to drag appears in second and higher terms.  Setting Vt=∞ , which is the case when 
no retarding media is present, reduces it to the familiar equation 2.3. (with v0=0 ).  From the resolution 
of our measurement instruments and knowing that Vt is at least on the order of 1000 cm/sec or larger, 
we only need to consider the first two terms in equation 2.12. Rewriting this in terms of k we find that T  
is a function of Y and m, i.e. the mass of the object: 

( ) 





 +≅

m
kY

g
YmYT

6
12,   (2.13.) 

This equation shows that when the mass of the object approaches infinity, the second term, which 
corresponds to the drag force on the object, goes to zero; in that case, a value for g can be determined 
which no longer is affected by air resistance.   

 

In reality, it is impossible to drop an object with an infinite mass and density.  Therefore, we use the 
time differences that you measure for balls of different density to fall the same distance Y.  From this we 
can infer the time it would take for an object of an infinite mass to drop the same distance. 
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From equation 2.13, we see that the time difference for two objects of mass m1 and m2 to drop a 
distance Y is: 









−=−
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( )∞→mYT ,   can be determined from the steel and nylon ball data by calculating: 
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and 
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  (2.16.) 

Solving these two equations for Tm→∞  (for a specific value of Y) and eliminating k results in: 

nylonsteel

nylonnylonsteelsteel
m mm

mTmT
T

−
−

=∞→   (2.17.) 

 

Two issues deserve some additional comments:  In deriving equation 2.17, it was assumed that k is 
identical for both the steel and nylon ball.  That is reasonable since k depends mainly on the shape and 
surface roughness of the object.  Also, equation 2.17 was derived for a situation where all the initial 
conditions were set to zero.  This is not the case in our actual measurements where  v(t=0)≠0.  
Nevertheless, it can be shown that equation 2.17 still holds under such circumstances and that for a 
particular y: 

nylonsteel

nylonnylonsteelsteel
m mm

mtmt
t

−
−

∞→   (2.18.) 

Furthermore, the uncertainty in ∞→mt   is given by: 

( ) ( )221
nylonsteelm tnylontsteel

nylonsteel
t mm

mm
σσσ +

−
≅

∞→
  (2.19.) 

Finally, using a least squares fit of ∞→mty   vs. ∞→mt   produces a value of g that is independent of drag 
forces. 

Terminal Velocity 

Equation 2.8. can be also be written as: 









−=′

2

2

1
tV

vgg   (2.20.) 

where g’ represents the acceleration of an object due to gravity in a resistive medium and Vt is the 
terminal velocity for the particular object.  An average value of g’, i.e. g ′  , is obtained for both the steel 
and nylon data by fitting y/t vs. t for each set of data.  The corresponding values of Vt can then be found 
by solving equation 2.20: 
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gg
gvVt ′−

≅   (2.21.) 

and observing that the average velocity v   for an object dropped from a maximum height ymax is: 

2
maxygv

′
≅   (2.22.) 

2.2. Apparatus 

Ball Dropper 

Balls of nylon and steel are available, and all have a diameter of 0.750 inches. The masses of the nylon 
and steel balls are 4.09 and 28.17 grams, respectively.  Two ball drop apparatuses are available; use 
the same apparatus for acquiring all of your data and specify in your report which one you used.  Do 
not interchange parts between them! 

Before you start taking data you must adjust the apparatus so that it is exactly vertical using the plumb 
bob.  Any tilt in the apparatus introduces a systematic error in your time measurements which, to first 
order, is proportional to the angle of tilt.   

Replace the ball dropper mechanism and add the plumb bob and place the blue, two inch aluminum 
disc with the small hole in the center in the lower aperture.  Raise or lower the upper aperture to a 
height where the plumb bob is located directly above the surface of the lower disc.  Adjust the three 
screws on the base until the bob is centered exactly in the hole of the disk at the lower aperture. 

The ball release mechanism uses a partial vacuum to hold the ball in place.  The ball is released after a 
few seconds when the pressure from a slow leak becomes sufficiently high.  To "arm" the suction 
device, push the brass knob away from the stem and depress the piston; while pressing the ball against 
the O-rings at bottom of the suction device, pull the piston back until it ratchets in.  Now place the 
suction device with the ball carefully on the upper aperture and wait a few sections until the ball drops.  
Your TA will demonstrate the operation if you have trouble. 

When you drop the balls, make sure that they never hit the apparatus itself or the floor where they pick 
up dirt.  The first objective is achieved by setting the apparatus vertical with the plumb bob (as has been 
described above).  In order to prevent the balls from hitting the floor, various boxes with padding have 
been provided.  Tests have shown that handling the balls with tissue paper or gloves increases the 
accuracy of the experiment. 

 Vernier Scale 

The upper aperture can be set to different positions and its distance from the lower aperture, r, is read 
with the ruler and the vernier scale located on the back of the apparatus.  Reading a vernier scale (see 
figure 2.3) is a two step process:  First, the "overall" distance is read to within a millimeter by 
determining where the lower zero on the vernier scale intercepts the ruler.  Second, from the Moiré 
pattern formed between the vernier and the ruler scale, the position can be read with additional 
precision. 

If you have never used a vernier scale, you may want to read carefully through the following example. 
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• Figure 2.3.  The upper scale corresponds to the ruler while the lower scale is the vernier scale.  The marks on the 
metric side of the ruler are engraved in one millimeter intervals and the number refer to centimeters.  The 
numbers on the vernier scale correspond to tenths of millimeters and each mark corresponds to 0.02mm.  (On the 
actual ball dropper the scales are vertical instead of horizontal.) 

As explained below, Figure 2.3 corresponds to a reading of 603.46±0.01mm.  The lower (left) zero on 
the vernier scale intercepts the ruler at about 60.3 cm or, to be more precise, at 603mm + ε.  Without 
using the vernier scale, a reasonable value for ε is 0.5 mm and our reading would be 603.5±0.2mm. 

With the aid of the vernier scale, ε can be determined to a much greater precision.  This is done by 
observing which mark on the vernier scale lines up exactly with a mark on the ruler scale.  From figure 
2.3, you should observe that the marks between 4 and 5 on the vernier scale begin to line up fairly well 
with marks on the ruler.  If you look very careful at the figure, you should notice that the marks to the left 
of 4.6 (on the vernier scale) fall to the right of the nearest marks on the ruler; similarly, marks to right of  
4.6 (on the vernier scale) increasingly begin to fall to the left of their nearest marks on the ruler.  
Therefore, a reasonable value for ε is 0.46±0.01mm.  (Remember, the vernier scale reads tenths of 
millimeters!)  (If one compares rate at which the marks begin to "unalign" to the left and right of 4.6 then 
it looks like 4.7 would be even a better guess...)  Putting everything together, we find the figure 2.3 
corresponds to a reading of 603.46±0.01mm. 

Our final result of 603.46±0.01mm is fairly close to our first guess of 603.5±0.2mm which was arrived at 
without the aid of the vernier scale.  While this should be no big surprise, and presents a good method 
for double checking your answers, it shows that using the vernier scale has improved the accuracy (or 
uncertainty) of the reading by a factor of 20!  Therefore, use the vernier scale for all your distance 
measurements. 

Before you start taking data, make absolutely certain that you understand how to read the vernier 
scale:  Set the upper aperture to some arbitrary position and then write down what you think is the 
correct r; compare your result with the one from your lab partner and also check with the TA!   

Both, English and metric units can be read using the vernier.  Theoretically it doesn’t matter which type 
you select but for the sake of grading we want you to use CGS units! 

When taking data, don’t attempt to set the vernier to an exact position, for example 10.000cm.  Doing 
so will waste a lot of your time and will decrease the accuracy of your height measurements.  (Why?)  
Instead, move the vernier approximately to the position at which you want to take data and then read 
that position accurately! 

Electronic and Timing 

The light beams and timing are provided by infrared LED's (F5D1QT) shining through 0.030 inch 
diameter holes and viewed by an infrared photo diode (PN334PA)  through a 0.015 inch diameter hole.  
A circuit, consisting of a comparator, converts the pulses generated by the photo diodes into an 
appropriate form so that their time separation can be measured using an RS type flip-flop and a Phillips 
PM2525 meter in its time period measuring mode.  These circuits are located in the red "Ball Dropper" 
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boxes.  Make sure they are plugged in and turned on; the switch is on the back.  Do not interchange 
boxes; each box belongs to a specific ball dropper. 

To measure the time period turn on the Philips PM2525 meters; the switch is located on the back of the 
meter.  Push  the "s" button on the left twice.  On the LCD display, you should see a symbol like this: 

. 

Test the setup:  interrupt the upper beam with your finger.  This will set the RS-type flip-flop and start 
the timer.  You should also observe a TIMER READY red LED on the front of the Ball Dropper box 
being on.  Interrupting the lower beam (with your finger) will reset the RS-type flip-flop and stop the 
timer and turn off the TIMER READY LED.  The time resolution of the meter is quoted as 10 µsec. 

Note, when placing the suction device with the ball dropper on the upper aperture, the flip-flop can be 
inadvertently triggered by small vibrations.  Therefore, while waiting for the ball to drop during a 
measurement, always keep an eye on the TIMER READY LED.  If you should have accidentally 
triggered the flip-flop, quickly reset it by interrupting the lower beam with your finger! 

2.3. Data Taking 

Though you should be ready to collect data now, pause for a while and consider your "strategy."  (A 
vital step which is all too often ignored and compensated for by the quantity of data.)  In this experiment 
you will be graded on how you chose to acquire the data.  You may find a suitable strategy after 
answering the following questions, which must be addressed in your report. 

 

i) Use equation 2.3., set v0 = 0, and derive an equation for the uncertainty in y/t as a function of the 
uncertainty in your time measurements, σt , and the uncertainty in your distance measurements, σy , i.e. 
calculate σy/t (t,σy,σt). 

ii) Now determine your time resolution, σt Steel  and σt Nylon.  Make several time measurements for both 
the steel and nylon balls at both small and large height, r.  (Sometimes the balls become dirty or 
dented; therefore, try a different ball if you should observe very large fluctuations in the time 
measurements.)  Is σt independent of r?  How does your value of σt compare with the previously 
quoted resolution for the PM2525? 

iii)  How well can you measure r, i.e. how large is σy?  Use the information provided on the ruler or 
your own estimate. 

  

You should now be able to answer the following questions: 

iv) When taking data, should you take a lot of measurements of r and few measurement of t, or is it 
best to take few measurements of r and many of t?. 

v) Should you take more measurements at a large r, or at small r, or should they be evenly spaced? 

vi) Finally, if you plan to take more than 3 time measurements per height per ball you are probably 
wasting your time.  Why? 
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For the data analysis, time measurements at 30 to 40 different heights covering the entire range of the 
ruler should be sufficient.  Be sure you take time measurements for both, the steel and the nylon balls, 
at the same height settings; you will need these data to correct for drag forces.   

2.4. Possible Data Analysis Strategies 

The value of g is determined by a least squares fit of y/tm→∞  vs. tm→∞ .  This is requires that you first 
determine accurately tm→∞    and b.  The analysis follows closely the discussion of section 2.1. 

For the analysis you must use a spreadsheets, such as Excel.  An analysis done with pre-packaged 
data analysis programs such as Origin or Kalidograph will not be acceptable.  The reason for not 
allowing such commercial programs is that they tend to obfuscate the analysis process and it is the 
main intention of this experiment to teach you how to look at data and its analysis.  You should learn 
what is "good" and what is "bad" data and what a good analysis consists of.  Since you will be using 
least squares fitting extensively be sure you read and understand Appendix B fully!  Finally, remember 
what follows is only suggestion: if you find a better method use it! 

When analyzing the data, there are two main strategies on how to deal with the numerous time 
measurements that were made for the steel and nylon balls at a particular height, ri.  On the one hand, 
one could average the time measurements for a particular ri and then use only one average time for the 
steel ball and another one for the nylon ball; this reduces the number of data points to be fitted.  On the 
other hand, one can use all the time measurements obtained, meaning that for a particular ri more than 
one data point will be fitted which is perfectly legitimate.  While both methods should lead to the same 
result it can be shown that in the first method the final result is more susceptible to a single bad data 
point which could easily be identified and eliminated by the second method.  Therefore, using all of your 
data unaveraged is the preferred method. 

 

2.4.1. Use your data and determine tm→∞.  From your data, select appropriate values to calculate  
∞→mtσ . 

2.4.2. Enter the data from 2.4.1. into your least square fit spreadsheet program from your homework 
assignment or your C program.  Fit y/tm→∞    vs. tm→∞    to a straight line using a "reasonable" value for b 
and the weights as determined in section 2.3.  Carefully study χi and χi

2 for each data point.  You may 
find a plot of χi vs. i very useful; include it and a plot of your original data in your report and be sure to 
save the original data before you continue! 

2.4.3. Before you begin fitting your data check it for consistency and "bad data" points.  See 
Appendix B! If you observe in the data from 2.4.2 values for χi or χi

2 that are many sigma's off (i.e.  
σ>>1), then you may delete these points, though be prudent!  Remember, before deleting your data, 
make sure you keep a copy of the original data!  Also, do you get a reasonable χ2  (or reduced χ2) for 
the fit?  (Read Appendix B of this manual)  Otherwise use your judgment to increase or decrease your 
errors as estimated in 2.3.1 to make it reasonable.  What should your reduced χ2 be? 

2.4.4. Now find the "best" value for b and determine σb by trying different values for b and observe χ2  
(or the reduced χ2).  (Note:  this “b” has occasionally been confused with the variable “b” which is 
sometimes used to label the slope of a least squares fit.  The “b” in this experiment always refers to the 
distance shown in figure 2.1 and is not the slope of the least squares fit!)  Plot χ2  vs. b.  From this plot 
determine the best value for b and σb.  (Read appendix B.10. of the lab manual.)  After determining the 
best value for b, is χ2 still reasonable or did you go too wild with deleting data points and adjusting your 
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errors?  If so, go back to 2.4.2.  In your report include the plot of χ2 (not the reduced χ2) vs. b and clearly 
label your best estimate of b and σb.  How does it compare to the picture given in Appendix A, page 
124?  Also, include plots of χi vs. i and χi

2 vs. i using your best value of b. 

2.4.5. Having determined the best value of b you should easily obtain the values for g and σg, v0 and 
σv0 from your fit.  Finally, state the values of σt Steel , σt Nylon  and  σy that you used in your analysis.  How 
do they compare to values determined in section 2.3? 

2.4.6. Compare the value of σg from section 2.4.5 with the best “theoretically” achievable value:  Use 
equation 2.3, set v0 = 0 and calculate ( )

∞→mtyg y σσσ ,,  using the “best” value for y and the uncertainties 
that were used in the previous analysis.  Should your calculated value for σg  agree to within a order of 
magnitude with the value obtained in section 2.4.5? 

2.4.7. Determine the terminal velocity for steel and nylon ball.  Use your previously determined best 
value for b and repeat 2.4.2. and 2.4.3 and fit y/t vs t for both the steel and the nylon ball i.e. fit y/tsteel vs 
tsteel and y/tnylon vs tnylon.  From these fits, determine g ′  for the steel and nylon ball and then calculate the 
corresponding Vt.  (Note: equation 2.20 shows that g’ depends on v(y).  Under these circumstances, y/t 
vs t is no longer linear but also contains second and higher order terms.  Since the effects of the non-
linear terms are small, a least squares fit to straight line can still be made though one should keep in 
mind that the slope of the fit will correspond somewhat to an average value, i.e. g ′  ; therefore, χ2  will 
be larger than in the previous fits.) 

2.4.8. Is your result for g sufficiently accurate that you have to account for the  height of Minneapolis 
above sea level? 

 

Your report should include a discussion of any additional sources of systematic error in the experiment 
if you think they exist.  Can you suggest means for improving the accuracy of this measurement? 

Important:  When you hand in your report explain your results and show how you obtained the 
equations that you were required to derive! 

2.5. Additional Information 

From The Handbook of Chemistry and Physics: 

( ) ( ) HCosCosg 62 10086.320069.025928.2616.980 −×−+−= ϕϕ   (2.23.) 
where ϕ is the latitude and H the elevation above sea level in centimeters.  (Latitude for Minneapolis   is 
approximately 47 degrees and its elevation is about 700 feet above sea level.) 

A recent measurement by the geophysics department determined a value of g here at the University as 
g = 980.58 cm/sec2. 

For more information see also: K. Wick and K. Ruddick, "An accurate measurement of g using falling 
balls," American Journal of Physics. 67 (11), 962 - 965 (1999). 
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This experiment is located in room 63.  Keys to this room are available in room 65, next to the 
blackboard.  Please return them to room 65 when you are done. 

Please do not move, alter, or adjust any of the equipment in this setup except for the equipment 
specifically mentioned in this write-up!  Finally, write, debug and test your code for this exercise with the 
available setups in room 65 before you go and use it on the "real" system in room 63! 

3.1.  Introduction 

This experiment will introduce you to some of the fundamentals of theoretical and modern experimental 
optics.  You will use a combination of spatial filter, polarizer and lens to examine diffraction by a straight 
edge, a thin wire and a slit.  From a careful study of these three diffraction patterns, you will be able to 
measure the wavelength of the light emitted by the laser provided, as well as the diameter of the wire 
and the width of the slit.  The diffraction pattern is recorded by scanning a light sensitive detector along 
the pattern.  (See figure 3.1.) 

 

PMT/Slit
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Spatial Filter
Polarizer
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θθθθ
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a=width of slit/wire
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• Figure 3.1.  View of the experimental setup. 
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The detector is a photomultiplier tube (PMT) which outputs a current proportional to the intensity of the 
light to which it is exposed.  The current is converted to a voltage, which is monitored by a Hewlett 
Packard 34401A multimeter with a GPIB interface, which will make it possible to read the voltages 
directly into the computer.  The detector is scanned along the pattern by a stepper motor driver 
controlled by the PC through your prototype card. 

3.2.  Theory 

An interference pattern is created when an object partially blocks the path of a monochromatic light 
source (such as our laser).  Constructive interference occurs when there is a path length difference 
which is an integral multiple of the wavelength of the light source.  When the object is a straight edge, 
the interference pattern will occur on one side only and is caused by a path length difference between 
light coming from a point source 

 

Fresnel diffraction theory describes the behavior of light traveling in spherical wave fronts as is the case 
for light coming from a point source.  Fraunhoffer diffraction accounts for light traveling in parallel plane 
waves.  Light from a point source very far away will arrive in parallel wave fronts.  Therefore, 
Fraunhoffer diffraction is really a special case of Fresnel diffraction - a very useful case since it 
eliminates the need for solving Fresnel integrals. 

For the special case of spherical wave fronts incident on a straight edge (see figure 3.1. and figure 
3.2.), the mth diffraction maximum can be found at position: 

( ) 





 +−=
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yLLmx λ   where m = 0, 1, 2… (3.1.) 

and the mth diffraction minimum at: 

( ) ( )
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yLLmx λ   where m = 0, 1, 2… (3.2.) 

A plot of intensity vs. position is shown in figure 3.2. 
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• Figure 3.2. Diffraction pattern produced by a straight edge.  On the left is the dark part of the image.  The right 
side shows the illuminated part of the image. 
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Parallel wave fronts of amplitude A0 incident on a slit of width a will produce a field amplitude pattern, 
A(θ) , described by 

( )
β

βθ sin
0AA =   (3.3.) 

where 

λ
θπβ sina=   (3.4.) 

and where the intensity observed is equal to the amplitude squared.  You should be able to show that 
for a wire of the same width, the scattered amplitude is simply –A(θ) .  This is Babinet's Principle.  From 
this you may measure the diameter of the wire and the width of the slit. 

3.3.  Apparatus 

The setup is located in the optics room.  All the equipment is mounted on the optical table.  Starting with 
the laser, the entire experimental setup consists of the following elements: 

Laser 

The light beam is provided by a polarized He-Ne laser which has a wavelength λ = 632.8 nm. 

Polarizer 

In this experiment, a polarizer is placed between the laser and the spatial filter.  Since the output beam 
of the laser is already polarized, rotating this polarizer is simply a way of controlling the intensity of 
output light.  Malus’s law states that the intensity of the beam is: 

( ) ( )φφ 2
0 cosII =   (3.5.) 

where φ is the angle between the transmission axes of the laser and polarizer.  To prevent light from 
being reflected off the polarizer back into the laser, the polarizer should be turned slightly away from 
being perpendicular to the laser beam. 

Spatial Filter 

The Lens-Pinhole Spatial Filter (LPSF) is designed to provide a very homogeneous Gaussian-profile 
laser beam.  If a lens, in our case a microscope objective, is placed in the path of a light beam, it will 
focus the beam down to a point, from which it will expand into a wider beam with a Gaussian profile. 
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• Figure 3.3.  How the spatial filter works:  input a slowly diverging beam from the laser and you will get a rapidly 
diverging Gaussian beam out. 

With a lens with a very short focal length, the beam will rapidly converge and then spread out into a 
wide beam.  By placing a piece of foil with a very small pinhole (ours has a 50 µm diameter) at the focal 
point of the lens, nearly all the light which is diffracted by dust or other means is removed from the 
beam.  The result is a rapidly diverging, very homogeneous output beam.  The wave fronts of the beam 
are circular, thus we are able to study Fresnel diffraction by a straight edge such as the razor blade. 

Remove any object which is between the spatial filter and the target.  If the spatial filter is already in 
place, examine its output by placing a large white card against the PMT carriage.  The output should 
look like a large dot (about 5 cm across) on the card with little or no diffraction rings. 

You may have to fine-tune the spatial filter by adjusting the focus screw or the pinhole positioning 
micrometers.  Only if the spatial filter is completely out of alignment you may start from scratch and 
realign everything using the instructions given below.  Warning: don't do so unless you really have to 
because the spatial filter has been completely misaligned.  Setting up the spatial filter can be a very 
time consuming process! 

Spatial Filter Setup 

Objective Focus

Laser Beam In

Laser Beam Out

Leg Screws

Microscope
Objective

 Pinhole
Opening

Pinhole
Positioning
Micrometers

 

• Figure 3.4.  Spatial Filter 
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 With the room lights on, position the Lens-Pinhole Spatial Filter (LPSF) on the stand provided. 

 Remove microscope objective and pinhole.  Be careful not to let anything touch the foil which 
has the pinhole in it. 

Pinhole Thin Metal Foil

Handle   

• Figure 3.5.  Spatial Filter Pinhole 

 Hold the positioning card behind the front hole of the LPSF and adjust leg screws until beam 
hits the center of the crosshairs. 

 Move the positioning card to the back hole and readjust leg screws until the beam hits the 
crosshairs. 

 Now realign the front hole, then the back hole, until both are well-centered.  Have patience, this 
may take a while. 

 Move the two holes as far apart as possible by adjusting the objective focusing screw. 

 Screw in the objective and put the pinhole in place. 

 Place a large white card against the PMT carriage so that you can see the output beam of the 
spatial filter on it. 

 Turn off the main room lights (you can leave the door open to let some light in). 

 Adjust the micrometers holding the pinhole until the most intense pattern can be seen on the 
card.  This will probably be a central disk with diffraction rings around it.  You may have a hard 
time finding anything at first so be patient and take a systematic approach. 

 Slowly turn the z-axis screw so the lens is closer to the pinhole.  You will need to continually 
adjust the two micrometers to keep the most intense pattern on the card. 

 As you get closer to the best focus point, the beam will become one central disk with faint 
diffraction rings around it. 

 You have found the best focal point when you can see the fewest diffraction rings and the 
cleanest, brightest central disk. 

If you lose the beam, search for it systematically 
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Lens 

To examine the effects of Fraunhofer Diffraction (for the wire and slit), a lens of short focal length (25 
mm for this experiment) is placed between the pinhole and the target.  This will transform the diverging 
beam of circular wave fronts (characteristic of Fresnel Diffraction) into a narrow beam of parallel wave 
fronts (Fraunhofer Diffraction). 

Pinhole

Slowly
Diverging
Beam Diverging

Rapidly

Beam

Collimated
Beam

Lens
Microscope
Objective

  

• Figure 3.6. By inserting a lens you can collimate the beam into plane waves 

Diffracting Objects 

You will diffract the laser beam from the following objects: the edge of a razor blade, a thin wire and a 
thin slit in a metal plate. 

Photomultiplier Tube 

The photodetector is a photomultiplier tube, which is capable of measuring extremely low light levels.  It 
is a very linear device which will give an output proportional to the illumination of its sensitive photo 
cathode over many orders of magnitude.  Its output voltage may be measured with a HP34401A 
multimeter using a GPIB connection to a PC.  For more specific information on how a photomultiplier 
tube works read this lab manual, chapter 4.2 . 

In the interests of safety (both the photomultiplier's and yours), the voltage distribution resistors which 
set the potentials of the electron multiplier section of the tube have been made very large so that its 
output current is self-limiting.  This means that the output will saturate whenever it is exposed to a very 
bright light, but the photomultiplier will not be damaged if you operate it in room lights or with the laser 
beam shining directly on it. 

Operate the tube at a high voltage of -1350 V.  Do not adjust the phototube's supply voltage.  Of 
course, you should collect your data in darkness. 

GPIB 

The General Purpose Interface Bus (GPIB) has become an industry standard on how to interconnect 
electronic devices to transfer data.  In our experiment we will use it to read the photomultiplier tube 
voltages, as measured by the HP34401A voltmeter, directly into the PC.  Section 3.7. explains the 
GPIB programming aspects. 
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Stepper Motor 

A stepper motor is used to drive the phototube across the diffraction pattern.  A description on 
interfacing the stepper motor is given in section 3.6. 

For this experiment, the motor shaft rotates a precision screw, which in turn drives the carriage 
supporting the photodetector.  400 pulses will cause the motor shaft to rotate by one complete 
revolution.  5 revolutions will advance the table by one inch. 

3.4.  Data Collection 

Part A:  Determine the Laser Wavelength 

Set up the spatial filter and polarizer and remove all other things that are in the beam’s path to the 
detector.  Use the stepper motor to position the PMT slit in the center of the beam.  What is the voltage 
at the saturation intensity of the PMT?  Having determined this voltage, adjust the polarizer until the 
maximum beam intensity is about half of it. 

Now move the razor blade into place between the spatial filter and the target. We have obtained good 
results for y ≅ 3/8 L.  The razor should bisect the beam; make sure the edge of the blade is at the 
center of the beam.  If you place the white card against the PMT carriage, you should be able to see 
very narrow vertical diffraction lines close to the edge of the razor's shadow. 

Using the stepper motor, move the PMT slit across the diffraction pattern, taking data at 5 full step 
intervals.  Use a timer interval of 5 milliseconds.  Do this only over a fairly small range.  It is not 
necessary to take readings of more than about the first 10 interference maxima and minima, as this will 
only waste your time on the apparatus. 

Part B:  Babinet's Principle 

Remove the razor from the table and adjust the polarizer to allow the maximum beam intensity to pass 
through.  The PMT will likely be saturated in the middle of the pattern but high intensities are needed to 
best determine the location and intensity of the peaks away from the center. 

Now set up the 25mm lens to produce a narrow, parallel beam which is similar to (yet far more 
homogeneous than) the output of the laser.  Place the lens one focal length from the pinhole.  Position 
the lens so the beam is well-centered vertically on the PMT slit.  Adjust the focus (distance from the 
pinhole) until the output beam is roughly parallel, i.e. it has the same diameter at any given distance 
from the lens.  The beam does not need to be exactly parallel, but try to get it close. 

Move the wire into the center of this beam.  You should be very careful with the alignment of the wire, 
making sure it is in the center of the laser beam and that it is vertical, i.e., make sure the diffraction 
pattern is horizontal and that it always hits the small opening slit at the photodetector.  (To align the 
pattern in the horizontal direction, tilt the lens slightly.)  This alignment can be done by eye using a 
white card at the position of the detector. 

The farther away the wire is from the PMT carriage, the more spread out the pattern will be, and 
therefore your error in determining the center of each peak will decrease.  Take data for the wire, then 
switch to the slit and repeat the data run. 
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Collect 500 data points total from no more than 10 peaks on either side of the maximum peak.  Again 
use a timer interval of 5 ms. With the aid of a ruler you should be able to calculate how many steps you 
need between data points. 

3.5.  Data Analysis 

Part A:  Measurement of Laser Wavelength 

Find the position, x, and number, m, of each maximum and minimum for the razor blade data.  From 
this and equations 3.1. and  3.2. you should be able to solve for the laser's wavelength λ.  One possible 
method is to do a least squares fit using both the data from the maxima and minima.  If you select the 
proper fitting parameters, then the slope of the fit will be proportional to the square root of λ. 

(Hint: this can be done noting that the function you are trying to fit is similar to: βα=f .  Select one 
of the two multiplicands for the independent variable of your fit.) 

In your analysis carefully examine how errors in x, y and L affect the error in λ.  What are some of the 
major drawbacks for determining λ by this diffraction method? 

At the edge of the razor blade and at the x=0 position, half of the incident wave front is obstructed and, 
therefore, the amplitude is halved.  From the previous fit you should be able to determine the x=0 
position.  What should the corresponding intensity be and what did you observe? 

Part B:  Babinet's Principle 

Verify Babinet's principle by plotting the wire and slit data on the same plot.  Just by looking at your 
plots, how are they different?  How are they similar? Can you think of possible reasons for this?  How 
similar do you predict the slit and wire diameter to be?  Which one do you expect to be larger? 

Part C:  Wire Diameter and Slit Width 

The wire diameter and slit width can be found by applying equations 3.3. and 3.4.  These equations 
predict the angles θ(n) for the nth diffraction intensity maximum and minimum.  Therefore, by 
determining the position, x, and, hence, the angle θ, of each intensity maxima or minima allows us to 
solve for the wire diameter or slit width.  Careful inspection of equation 3.3. reveals that it is easier to 
predict the exact position for one type of extremum, i.e., either the maxima or minima.  Select the 
appropriate type and then locate the positions of all these from your data and label them with the 
corresponding value of n. 

Before you can determine the slit width, you need to find the x(n=0) or θ = 0 position and its 
uncertainties.  This is probably best done by calculating the weighted average position of n “extreme” 
positions to the left and n positions to the right of the center maximum. From knowing x(n=0) you can 
now calculate sin(θ(n)). 

Using the information from the previous paragraph, the wire diameter and the slit width, a, can be found 
by applying a least squares fit to the wire and the slit data.  If done properly, the fit gives 1/a as the 
slope. 

Additional questions:  How close are "a" for the wire and slit?  How does this affect their respective 
diffraction patterns?  To what fraction of a laser wavelength is your results accurate? 
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3.6.  Stepper Motor 

Introduction 

You may think of a stepper motor as a "digital motor" which rotates its shaft a preset angle, usually a 
fraction of a degree, each time it receives a digital clock pulse.  A detailed description on how stepper 
motor work and how to interface them to a prototype cards is given in the Fall lab manual, section 11.3. 

Interfacing with the National Instrument PCI-MIO-16E Digital I/O Lines 

You will use the National Instrument PCI-MIO-16E card’s digital I/O lines to control the stepper motor.  
In addition to the A-to-D and D-to-A converter, the PCI-MIO-16E contains 8 buffered and latched digital 
I/O lines labeled DIO0 to DIO7.  These can be programmed to read or write digital signals.  See the 
table 3.1. for the DIO lines and their corresponding DT21-EZ Terminal Panel pin assignment.  The lines 
can be configured through the LabWindows WriteToDigitalLine function which allows you to set 
any one of the eight DIO lines (DIO0 trough DIO8) HI or LO without having to worry about assembling a 
byte from individual bits. 

The WriteToDigitalLine function can be found under: Library / Easy I/O for DAQ / Digital Input 
Output.  Though the function has six arguments, the only ones that are of concern to us are the third 
and the last argument; use the default values for the remaining ones.  A typical usage is: 

WriteToDigitalLine (1, "0", 1, 8, 0, bval);

 
The third argument specifies the DIO line to be controlled and the last argument sets the state of the 
DIO line; use 1 for HI and 0 LO.   

DIO Line Pin 

DIO0 25 

DIO1 27 

DIO2 29 

DIO3 31 

DIO4 26 

DIO5 28 

DIO6 30 

DIO7 32 

DGnd 33 

Table: 3.1.  DIO lines and their corresponding DT21-EZ Terminal Panel pin assignment. 
 

To control the stepper motor, you will need two digital signals:  First, you will need a negative going 
signal (CLOCK) to rotate the shaft a fraction of a degree. Second, you will need a CCWCW  signal to 
control the direction the shaft rotates.  Select any two of the DIO control lines from the above table for 
these two signals. 
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Stepper Motor Programming 

The motor will execute one step when it receives a negative going TTL signal at its CLOCK input.  To 
advance the shaft one step, toggle a DIO line using a LabWindows timer and the 
WriteToDigitalLine function. 

Either start from scratch or use parts from the adjustable timer program (Example 6, C & LW 
Fundamentals, page 101) and create a GUI with the following controls: 

 A program termination control. 

 An ON/OFF toggle switch which activates the stepper motor without terminating the 
application. 

 A CW/CCW toggle switch to select the direction of rotation. 

 A knob to control the speed of the stepper motor. 

Connect your ADC card DIO lines to the red stepper motor control boxes.  Specifically, connect: 

 the stepper motor CLOCK input to the one of the DIO lines, 

 and the stepper motor directional input, CCWCW , to the another DIO line. 

You also must connect the ground (DGnd: pin 33) from the ADC card with the GROUND on the 
stepper motor control box. Keep the ENABLE  grounded. 

Stepper Motor: Trouble Shooting 

You may find it helpful to add code for the callback function in the following order and to test your card 
and the interface as you progress. 

First, add the program termination control function.  Next, use a LabWindows timer control and add 
code to its callback function to toggle the DIO line connected to the stepper motor CLOCK at each 
clock tick.  (Hint:  Remember the bitwise XOR operator?)  This approach will produce a clock signal 
with a 50% duty cycle.  Keep in mind though that the stepper motor will advance only N/2 steps for N 
LabWindows timer clock ticks because every other clock tick is used to set the control line from LO to 
HI during which the motor will not advance.  It only advances on the HI to LO transitions. 

Also consider that the stepper motor has a finite response time and will not work properly if it receives 
clock pulses too rapidly.  The motors in the lab work reliably as long as they receive no more than a 
1000 HI to LO transitions per second.  Therefore, make sure that your pulses are not exceeding this 
rate.  Test your code and connect the DIO control line that controls the CLOCK.  Before you proceed, 
make sure the motor's shaft rotates correctly. 

Second, control the speed at which the motor operates.  Third, add the callback function for the 
ON/OFF switch and see if you are able to start and stop the motor.  Last, add the callback function to 
the CCWCW  control and connect D1 to the motor's CCWCW control input. 
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3.7.  Software:  GPIB and Data Files 

Adapt your application from section 3.6 so that with the help of the GPIB interface voltages can be read 
from the HP34401A multimeter and then stored in an ASCII data file for later analysis in Excel.  You will 
find it useful to add a control to your GUI to start the data acquisition process once the carriage with the 
PMT has been positioned. 

You need to add or modify three sections of your C-code.  First, you will need to initialize and configure 
the GPIB.  Second, once the data acquisition process has been started, you will read in the voltages 
from the multimeter, plot them and store them in an array.  Finally write the data to a file and close the 
GPIB device driver. 

Introduction:  Overview of GPIB 

The GPIB project you will be working on makes use of the following hardware components: 

 the lab computer with a National Instrument GPIB card installed and, 

 the device 'talking' to the computer, an HP34401A Multimeter. 

 the GPIB cable connecting the computer to the HP34401A Multimeter. 

Up to 30 such devices could be connected in series (daisy chained) to the computer using the GPIB 
cables.  (Inspect these cables and note how they can be stacked on top of each other.) 

GBIP Programming: Loading the Instrument Driver 

Though GPIB itself is becoming the standard of interfacing scientific instruments, because hardware 
standards have long been established and adhered to, when it comes to programming GPIB, there are 
no such standards.  Instead, if you were to start from scratch, you would need to use many low-level C 
functions, which depend on the specific device that you will be connecting to.  Luckily, all of these 
functions have been combined into a library of functions, or what National Instrument calls an 
“instrument driver” or “device driver.”  This software has already been written by National Instrument 
and deals with all the tedious and mundane aspects of GPIB programming.  Once you have the 
instrument driver installed, it will provide simple function calls to control almost any property of an 
instrument.  For example, in the case of the HP34401A, only 5 function calls will be needed to initialize, 
configure, read in voltages and to close the device driver. 

These instrument drivers are device specific and are almost guaranteed not to work with any other 
device or model than the one specified.  (For a list of free, available instrument drivers check: 
http://www.natinst.com/idnet97.nsf/.)  The required files for the instrument driver for the HP34401A 
have already been uploaded into the directory: U:\ pub \ LW \ InstDrivers.  Copy the four files from the 
U:\ pub \ LW \ InstDrivers \ HP34401a directory into the directory where you are developing your 
application. 

To access the instrument driver’s function, you must add the recently copied instrument driver file 
(hp34401a.fp) to your project.  This is done by selecting in the project window: Edit \ Add Files to 
Project… \ Instrument (*.fp.).  Select the hp34401a.fp file and add it to the list of project files.  Aside 
from this file, do not add any of the other instrument driver files to your project window!  Once you have 
added the hp34401a.fp file, all other necessary files will be loaded automatically each time you start 
your application. 

http://www.natinst.com/idnet97.nsf/
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What follows is a detailed description of the four functions required to control the GPIB. 

Initialization and Configuring the HP34401A 

Before the data acquisition process begins, you need to initialize and configure the HP34401A.  This is 
done by the three functions: hp34401a_init, hp34401a_conf and hp34401a_confTrig.  
These and all the other HP34401a instrument driver functions can be found in LabWindows under: 
Instruments \ HP 34401A Multimeter (VISA/IO)…. 

The arguments for the hp34401a_init function are: 

Argument Name Value Required Comments 
GPIB Address ““GPIB::01”” Refers to the physical GPIB address.  See comments below. 
ID Query VI_ON Default setting: Do ID Query.  Do not change. 
Reset Device VI_ON Default setting: Reset Device.  Do not change. 
Instrument ID Pointer to a variable Declare this variable.  It identifies the instrument in case there are 

multiple instruments present. 
This function initializes the instrument and checks that the instrument is connected properly and resets 
it. 

The hp34401a_conf function sets the instrument into the appropriate measurement mode.  The 
arguments are: 

Argument Name Value Required Comments 
Instrument ID Pointer to a variable Use the variable declared previously in the hp34401a_init 

function. 
Function Volt DC This defines the type of measurement the multimeter will perform. 
Autorange On Default setting.  Do not change. 
Resolution 5 ½ digits This defines the resolution of the measurements.  See comments 

below. 
Range 0.0 Ignore, i.e., use default setting. 

 
The "Resolution" argument not only specifies the accuracy at which data is collected, it is also relates to 
the speed of the data acquisition.  As you might remember from previous exercises, increasing the 
accuracy or resolution requires more bits or more measurements to be performed, both conditions, 
which increase the time required to acquire one reading.  In the case of the HP34401A, if you switch 
from 5½ digits to 6½ digits resolution you will notice that it will take longer to take one measurement.  
Keep this in mind, if you should select a higher accuracy. 

Finally, the hp34401a_confTrig specifies the trigger mode to be used: 

Argument Name Value Required Comments 
Instrument ID Pointer to a variable Use the variable declared previously in the hp34401a _init 

function. 
Trigger Source Internal (Default)  This defines that the multimeter provides its own trigger. 
Auto Trigger Delay On Default setting.  Do not change. 
Trigger Delay 0.000001 Default setting.  Do not change. 
Trigger Count 1 Default setting.  Do not change. 
Sample Count 1 Number of samples to be acquired for each trigger received. 

 

Sample code to initialize and configure the instrument is shown below. 
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static ViSession insthandle; //a variable to refer to the instrument
hp34401a_init (““GPIB::01””, VI_ON, VI_ON, &insthandle);
hp34401a_conf (insthandle, 1, VI_ON, 0.0, 1);
hp34401a_confTrig (insthandle, 0, VI_ON, 0.000001, 1, 1);

 

The "GPIB Address" refers to the physical address of the instrument attached to the GPIB card.  Since 
up to 30 different GPIB devices can be connected together, each device must have its own unique 
address or device number.  The device number specified in the hp34401a_init function argument, 
arbitrarily chosen to be 1, must match the one specified in the HP34401A Multimeter. 

To test if this condition is satisfied, i.e., to check the device number that the HP34401A has been set to, 
turn your HP34401A on and then press the following keys: 

• SHIFT MENU 
  You should see:  A: Meas Menu  

• Hit the right cursor 4 times till you see: 
  E: I / O MENU 

• Hit the down cursor till you see: 
  1: HP-IB ADDR 

• Again hit the down cursor till you see: 
  XY ADDR 
In this case XY refers to the address of the device. 

• If you want to leave it at the current setting, hit ENTER to exit the menu.  Otherwise, use the 
cursors to set it to a new value.  Warning: do not use device address 0 since the GPIB card in 
the computer uses it!  When done, hit ENTER to exit the menu. 

Once you have entered the device address, the instrument will "remember" it even after being turned 
off. 

Acquiring Data:  hp34401a_singleMeas( Instrument ID, &ValueIn ); 

To read one measurement from the HP34401A into the computer, call the hp34401a_singleMeas
function.  The function consists of only two arguments: Instrument ID, which has been described 
previously, and “ValueIn,” the value measured that is being returned by the meter.  The “ValueIn” 
argument is passed by reference, i.e., it is a pointer to a variable of type ViReal64, i.e., a 64 bit 
"double."   

For debugging purposes, it might be helpful to display the "ValueIn" variable in a display panel in your 
GUI.  Also checking the return argument of the hp34401a_singleMeas function for any errors, or 
non-zero values, could eventually save you a lot of time later because it will warn you in case the GPIB 
is not working properly.  Finally, you should save the value returned by the measurement function in an 
array so that the data can be plotted and saved to a data file later.  In addition, you should also keep 
track of how many data points have been acquired.  You will need this number later when you must 
specify the number of data points to be written to the data file. 
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Closing the Instrument Driver 

Before you terminate the program, you must call the hp34401a_close( Instrument ID) function.  
This function call should be placed right before the QuitUserInterface call in your program 
termination callback function. 

Data Files 

Your data must be saved to a data file.  This is a common practice to allow other "researchers" to use 
the equipment while you analyze the data. 

To save the data, use the ArrayToFile function which can be found under: Library / Formatting 
and I/O / File I/O. Its function arguments are: 

Argument Name Value Required 
Filename A file name enclosed in either quotation marks or a pointer to a character array storing the file name.  

See comments below. 
Array A pointer to the array that contains your data. 
Data Type "double precision" 
Number of Elements This corresponds to the variable that keeps track of the total number of data points acquired. 
Number of Groups Since you have only 1 group, all other arguments can be ignored. 

 

If you store the filename in a character array, and you want to include a path name, you must use 
double backslashes in the path name because C interprets single backslashes as an "ESC" character.  
For example, if you want to store a data file called "bob.dat" in the directory "U:\joe\data" you must enter 
it as: "U:\\joe\\data\\bob.dat" 

If you want a professional looking GUI, try the FileSelectPopup function.  It can be found under 
Library / User Interface / Pop-up Panels.  It provides a nice user interface and allows the user to 
select a filename.  Enter "save" for the "Button Label" argument; for the "Pathname" argument declare 
and use a pointer to character array with 500 elements that will store the file name and path.  You will 
use the same pointer for the "Filename" argument in the ArrayToFile function.  Insert the 
FileSelectPopup function call before the ArrayToFile function call! 

3.8.  Complete Application: Stepper Motor and GPIB 

GUI 

As mentioned earlier, add the following elements to the GUI from section 3.6: 

 A control to turn the data acquisition process on or off 

 A panel to display a graph of the data acquired. 

 Adjust the timer interval for the stepper motor to 5 milliseconds. 
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Code 

If you did not get the code to work correctly for exercise 3.6, the stepper motor, talk to your TA before 
continuing!  Make the following changes to the code of section 3.6: 

In the callback function of the data acquisition control, read the value of the control switch. 

 Add code to initialize and configure the GPIB and the HP34401 when the switch is turned on. 

 Add code to close the GPIB drivers when the switch is turned off. 

 Add statements to save the data to a file. 

 

Some possible locations in your code where the function calls to save the date could be placed, are: 

a) Right before you terminate the program, i.e., right before hp34401a_close; 

b) In a separate callback function that, when called, saves the data to a file; 

c) In the callback function responsible for starting and stopping the data acquisition process.  Make 
these function calls when the acquisition process is being turned off. 

 

The rest of the code that you will have to add will be responsible for the data acquisition process.  It 
should be placed inside the timer callback function, after the lines of code sending out the HI and LO 
signals to the stepper motor and it should accomplish the following tasks in the order shown: 

 

1) Keep track of the number of full steps that the carriage has moved. 

2) If the data acquisition control has been turned on and the carriage has moved one full step, 
then execute the tasks below; otherwise, ignore them all.  

3) Check if the carriage has moved n full steps since the last measurements.  If it has, execute 
the tasks below; otherwise, ignore them all. 

4) Disable the timer for the duration of the measurement. 

5) Measure the voltage read by the multimeter. 

6) Plot the value. 

7) Enable the timer again. 

Additional Hints and Comments Regarding Acquiring Data 

Task 1: A full step consists of sending a LO and a HI pulse to the stepper motor.  The easiest way of 
keeping track of full steps is counting the half steps and then dividing that number by 2.  Assign that 
value to an integer type variable. 
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Task 2: It should be easy to check if the data acquisition control has been turned on but, in addition, 
you need to check at the same time if the carriage has moved one full step.  Therefore, you need to 
combine the two logic conditions with a bytewise logic operator.  One method to determine if the 
carriage has moved one full step is to multiply the number of full steps by 2 and then checking if they 
are equal to the number of half steps.  Clearly, this condition will only be true for every other half step. 

Task 3: You do not want to acquire a data point every time the stepper motor advances a single step.  
Instead, you want to acquire data only every nth step.  The value for n was specified for 3.4 part A, but 
needs to be determined by you for part B.  Be sure to write down the value used in part B! 

There are numerous ways to determine if the carriage has advanced n steps since the last 
measurement.  One possible implementation is to use an if-statement with a logic condition that relies 
on the remainder operator, "%".  For example the following statement would work: if(!(steps%n) ), 
where "steps" counts the number of consecutive full steps executed and "n" corresponds to nth step. 

Tasks 4 and 7: Getting a reading from the HP34401A can take a few seconds, depending on the 
resolution selected.  Setting the timer callback function to work at 5 ms intervals could have disastrous 
results!  This problem can be addressed by calling the SuspendTimerCallbacks() function right 
before you execute the hp34401a_singleMeas call and any plotting function calls.  Doing so will 
temporarily suspend the timer, giving the HP34401A enough time to respond.  Calling the 
ResumeTimerCallbacks() right after the plotting statements will reactivate the timer.  Both of these 
functions can be found under: Library / User Interface / Controls, Graphs, Strip Charts / Timers. 

Task 6: The plotting is simply done for you to see that everything works.  You do not have to print the 
values obtained.  You may find that the plotting is probably easier to be implemented with a strip chart 
than with the PlotXY function, though the PlotXY function allows for auto scaling the y-axis.  You may 
choose either one. 

Testing the GPIB 

Some of the computers in the lab have GPIB cards installed and are connected to HP34401A 
multimeter.  Use these machines for debugging your diffraction experiment program.   

To test your diffraction program, you may want to write a program that reads a range of voltages from 
the Multimeter.  Such a voltage range can easily be produced by a function generator sending out a 
signal at a very low frequency.  Send a voltage out through the function generator and read it back 
using the HP34401A multimeter. 

Please note that once the GPIB has been initialized, it sometimes just "hangs."  This is particularly true 
if you happen to terminate your program prematurely or before a "hp34401a_close" has been 
issued.  If this is the case, turn the multimeter temporarily off. 

3.9.  Credits 

Professor Ruddick provided the idea and first write-up for this experiment.  Marty Stevens and Jon 
Huber tested the new setup and provided valuable suggestions for improving the experiment and the 
write-up.  In addition, Marty Stevens contributed all the figures used in this write-up. 
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3.10.  Additional Information 

Listed below are some general optics books with information on diffraction: 

Valasek J.  1965.  Theoretical and Experimental Optics.  New York:  Wiley & Sons. 

Hecht E, Zajac A, 1979.  Optics.  Reading MA:  Addison Wesley. 

Meyer R, 1972.  Classical and Modern Optics.  Englewood Cliffs, NJ:  Prentice Hall, Inc. 
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by Prof. Ruddick 

4.1.  Introduction 

In this experiment you will make an accurate measurement of the lifetime (a fraction of a µsec) of a 
naturally occurring isotope of polonium, 212

84 Po .  This isotope occurs in the final stages of the natural 
radioactive thorium series, which is the chain of α and β decays leading to the eventual conversion of 

232
90Th   to a stable isotope of lead, 208

82 Pb  . Th232, the first member of the series, has a half life of 
1.39×1010 years, much greater than the age of the earth and, in common with the other natural 
radioactive species, U238  and K40 , is still present in significant quantities, typically about 1 part per 
million by weight, in the earth's crust.   

Intermediate members of the decay chain have much shorter half-lives than the Th232 , varying from 
years to fractions of a second, so that in any particular thorium sample, these will usually be in 
radioactive equilibrium.  This is the situation where the production rate of an intermediate species 
equals its decay rate, with the amount of the species staying constant.  So, for example, the number of 
Po212  decays per second will be the same as the number of the original Th232 decays per second.  The 
Po212  has a half-life which is by far the shortest in the series.  It is produced in the final stages of the 
decay chain: 

 )(208212212 stablePbPoBi →→  

This is a β-decay followed by an α-decay and represents 66.3% of the Bi212  decays.  (The other 33.7% 
of decays go via an α-decay to Ti208  followed by a β-decay to the stable Pb208 .) 

 

You will use a scintillation counter to detect the α and β-particles emitted from a sample of thorium.  
Among the general background of scintillation pulses due to α's and β's, the production and decay of 
Po212  will be signaled by pairs of pulses very close in time:  

  

Chapter 

4 Determination of the 
Half-Life of 

84Polonium212 
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t

Po     pulse pairs212

βαbackground and particles

 
• Figure 4.1. Signal (i.e. Voltage) vs. t diagram for decay events. 

The first of these pulse pairs is produced by a β due to the formation of 84Po212  and the second by an 
α, due to its decay.  A pulse from the scintillation counter can be used to start a clock running, 
corresponding to the birth of the Po212  and the clock can be stopped when the α-particle from decay of 
Po212  is detected in the same scintillation counter.  The distribution of measured lifetimes should have 
the characteristic exponential form for decay of radioactive species: 

( ) τ
t

eNtN −= 0   (4.1.) 
where τ is the mean life and No is the number of parent nuclei at t = 0.  This equation has been derived 
from the fundamental equation of radioactive decay, which says that the rate of decay, dN/dt, is 
proportional to the number of parents, N: 

τ
N

dt
dN −=   (4.2.) 

Combining these two equations yields: 

τ

τ
t

eN
dt
dN −−= 0   (4.3.) 

You should be able to show that the mean life is related to the half-life, τ1/2 , by: 

τ1/2 = τ ln(2) (4.4.) 

4.2.  Scintillation Counters 

A scintillation counter consists of two components: a scintillator which responds to the passage of an 
ionizing particle by emitting a flash of light, and a photomultiplier which converts this flash into a 
measurable voltage pulse. 

In this experiment you will use a "fast" organic scintillator to detect electrons and alphas emitted by the 
thorium sample.  The particular scintillator used here is a plastic (polystyrene) lightly doped with  
scintillating and wavelength shifting chemicals (type NE102, manufactured by Nuclear Enterprises, 
Inc.). The flash of light lasts only about 2 nsec (1 nsec = 10-9 sec) and the amount of light is proportional 
to the total energy deposited by electrons, which are lightly ionizing.  The light output saturates for the 
very heavily ionizing α's so that the 8.78 MeV α's emitted in the  Po212 decay produce a comparable 
amount of light to the electrons from the Bi212  β-spectrum which extends up to 2.25MeV. The β's can 
travel up to about 1 cm in the scintillator, but the alphas have a range of only about 0.01 cm.  The 
scintillation light from a 1 MeV electron consists of about 1000 photons. 
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The photomultiplier (PM) is generally attached to a scintillator either directly, or indirectly via a light pipe, 
so that any light produced in the scintillator passes through the glass envelope of the PM and strikes a 
photo-sensitive surface known as the photocathode. The photocathode has a low work-function so that 
incident photons cause electrons to be emitted (the photoelectric effect).  The probability of a single 
photon emitting an electron is wavelength dependent and is about 20 to 25% for the scintillation 
photons.  The construction of a typical PM is shown in figure 4.2: 

 

Window

Focusing
Electrodes

Photocathode

Electrons

Photons
Incident

Dynodes

Vacuum
Anode
Mesh

 
• Figure 4.2. Drawing of photomultiplier tube (PM.T). 

Electrons from the photocathode are accelerated through a potential difference of 100 to 200 volts, 
typically, to an electrode called a dynode, where each electron knocks out several more electrons.  The 
number of these secondary electrons is proportional to the energy of the primary and is typically around 
2 to 3 per 100 eV.  The electrons are then accelerated down a chain of similar dynodes so that after 10 
dynodes, say, each with an amplification factor of 4, the net gain would be 410, or 1.05×106 .  The 
dynode potentials are supplied by a voltage-divider network connected across a high voltage supply, 
and the overall gain can be adjusted by varying this voltage.  See figure 4.3: 

 

Ca thode
AnodeDynodes

High
Voltage

Input

V Signal
Out

Ra

 

• Figure 4.3. Schematic representation of a PMT. 

The final signal at the anode consists of a current pulse, which is proportional to the light output of the 
scintillator.  By placing a suitable load resistor across the anode, Ra, measurable voltage levels are 
obtained.  PM gains are typically 106 to 108, and appropriate PM's are chosen for the given application.  
In addition to gain, some obvious additional properties are: area of photocathode, speed of response 
and rise-time of the signal. 
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4.3. The Apparatus 

The Detector 

The PM used in this experiment is an RCA type 4465, which has a large 5 inch diameter photocathode.  
It has 10 dynodes arranged in a "venetian blind" structure, which leads to pulses about 20 nsec wide 
due to the spread in electron transit times from cathode to anode.  (There are faster "in-line" dynode 
structures producing 1-2 nsec wide pulses, for matching to the fastest available scintillators which have 
luminescence decay times of about 1 nsec).  PM's are usually operated with the photocathode at 
negative high voltage and with the anode at ground potential.  In this case, in the interest of safety, (and 
incidentally for less noise due to leakage in the region of the photocathode) the photocathode is run at 
ground potential with the anode at positive high voltage.  The signal is brought out from the anode 
through a series capacitor. 

The thorium source is provided by a gas mantle which 
contains thorium oxide.  Before the age of electricity, 
this was the main use of thorium.  As a by-product of 
your experiment you will measure its (low) activity and 
be able to assess its strength relative to the radioactivity of the 
surrounding environment.  The gas mantle is in place next to the 
scintillator.  See the picture to the right. 

Before you turn on the high-voltage to the PM connect PM’s 
signal output to the scope.  The coaxial cable should be 
terminated in its characteristic impedance of 50Ω at the input to 
the scope using the available 50Ω terminators.  This is to 
ensure that no reflections occur at an impedance mismatch 
since the input impedance of the scope is on the order of 
MΩ’s. 

What polarity will the pulses from the PM be?  To start out, 
you should set up the horizontal sweep at about 20 nsec/cm 
and use the most sensitive vertical scale, (a few mV/cm).  The intensity of the trace should 
be set at maximum. 

Turn on the high voltage to the PM and set the high voltage at 1500 V, which is the maximum 
permissible for this PM. 

The Discriminator 

You will have seen that the pulses from the scintillator are much faster than any you have used 
previously in the lab; we must use coaxial cables for signal transmission and the NIM (Nuclear 
Instrumentation Module) standardized system for data acquisition and logic. 

If you are satisfied that the scintillation counter is operating satisfactorily, plug the output from the 
phototube directly into one of the inputs of the DISCRIMINATOR unit (LeCroy Model 821)  (A 
discriminator is another term used to describe a “comparator”; see your fall lab manual for information 
on comparators if you have forgotten how they work.)  Since the discriminator is already internally 
terminated, do not use terminators for the connection between the PMT and the discriminator. 
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The discriminator generates a standardized output pulse whenever the input exceeds a preset 
threshold.  This threshold is adjustable with a small screwdriver from a minimum of 30 mV (fully 
counter-clockwise) and can be measured directly (×10) at a test point on the front panel of the unit.  Set 
the threshold to 30 mV.  Measure and report this threshold voltage in your report.  Observe the output 
on the scope and check that the pulse-heights are -0.7 V to - 1.2V into 50Ω, the NIM standard.  Use 
pulse widths of at least 20 nsec. 

The QVT as a "Clock" 

The model 3001 QVT is a multichannel analyzer which, as one of its features, digitizes the time 
intervals between receipt of START and STOP pulses, and stores the resulting time spectra.  The 
device is currently set up to record time intervals up to 1000 nsec.  Spectra (histograms of the digitized 
time intervals) can be observed using the X-Y display of an oscilloscope.  To set this up connect: 

   HORIZ OUT to CH 1 on the scope  

   VERT OUT to CH 2 on the scope. 

 

On the scope set:  

 MODE: CH 2 and X-Y 

 VOLTS/DIV scales: 0.5 V/cm for both CH 1 and CH 2 

 The display is moved by the c   and ⇔ POSITION controls. 

 

On the QVT: 

 The START and STOP data collection controls should be self-explanatory. 

 To clear a spectrum press SPECTRUM CLEAR, i.e. “squeeze” START and CLEAR together. 

 Set the QVT operating mode to "t," and the gate switch to  "EXT TRIG." 

 Set "Overrun" to "Continuous." 

 

Note that there are 1024 channels available, which are more conveniently used to store four separate 
256 channel spectra.  For this experiment use only the first 256 channels, i.e., set MEMORY to ¼. 

 

When you plug one of the discriminator outputs into the "t-start" and "t-stop" input of the QVT, you 
should see data accumulating in the top channel of the spectrum, i.e., the clock runs up to full-scale (of 
about 1 µsec) unless it receives a “STOP" signal.  
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4.4. Experimental Procedure 

Calibration of the Clock 

The pulse pairs in which you are interested appear on a single coaxial cable from the scintillation 
counter.  This can be simulated using a pulse generator such as the Philips 5715. 

Under no circumstances should the Philips PM 5715 pulse generator ever be connected directly to the 
QVt.  For testing and calibration of the QVT hook the pulse generator always first to the discriminator 
and then connect the discriminator output to the QVT. 

Set up the Philips 5715 Pulse generator using the following settings: 

DC OFFSET: 0   

AMPLITUDE: min (i.e. fully ccw)   

 0.5V   

PULSE: NORM   

 - (i.e. Negative Polarity)   

 DOUBLE   

RAMP: 6ns VERNIERS tr & tf: min 

DURATION: 10nsec VERNIER: almost min 

DELAY: 100nsec VERNIER: adjust till ok 

REP. RATE: 100usec VERNIER: min 

 

Connect the leads to the scope or the discriminator to PULSE OUT.  Remember, when you observe 
the output from the pulse generator on the scope you need to terminate the cables (at the scope end) 
with a 50 Ω terminator.  You do not use a 50 Ω terminator when you connect the pulse generator to the 
discriminator. 

 

Using the scope to observe the output (negative, ≈ -100 mV) of the pulser, generate a stream of pulse 
pairs with pulse to pulse separation of about 500 nsec.  To change the separation time, adjust the 
DELAY VERNIER knob.  Plug this signal into the discriminator. 

Use two discriminator outputs as "t-start" and "t-stop" inputs to the QVT.  There is a small subtlety 
involved in this: The timing is taken from the leading edges of the "start" and "stop" pulses, and in order 
to prevent the clock being stopped and started by the same pulse, the "start" signal must be delayed 
slightly relative to the "stop" as shown below: 
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• Figure 4.4.  Timing diagram for QVt Start - Stop pulse. 

This delay is simply generated by using a longer cable to connect the "start" pulse to the QVT.  The 
speed of signals along the coaxial cables is 0.66c, corresponding to 20 cm per nanosecond.  With a 
few nsec extra delay in the "t-start" cable, you should now see data accumulating at an intermediate 
channel of the QVT spectrum. 

The calibration procedure should now be obvious.  Measure the time between pulse pairs on the scope 
as accurately as possible, and observe the channel numbers corresponding to these times.  Since full 
scale is about 1 µsec, take data in intervals of about 100 nsec or at least 10 data points for the entire 
range. 

To determine the contents of each channel, you can use the Model 3157 QVT INTERFACE unit.  With 
the QVT off, (not collecting data), the DISPLAY SELECT control can be used to scan a cursor up and 
down the spectrum, and to display both channel number, and the contents of that channel.  A hard 
copy of the data can be obtained by operating a printer from this interface: The CURSOR SELECT sets 
the starting and ending channel for this readout.  

Use a least squares fit to determine how the time between pulse pairs, t, relates to the channel or bin 
number, i, i.e., determine: 

( ) Bintitit ∆+= 0   (4.5.) 
(See figure 4.5.)  From this fit, you also will be able to determine directly the bin width, ∆tBin and its 
uncertainties.  In your report, state the fit parameters that you obtained for t(i) and their uncertainties, as 
well as 2

υχ . 

i-1

t
i-2

dN/dt
(counts)

i+1 i+2 Bin Number or
Channel Number

∆tBin

i
  

• Figure 4.5.  Count Histogram 
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Taking Data  

The output from the scintillation counter can now be substituted for the pulser output.  Set the PMT to 
1500 VDC (positive polarity) for data acquisition.  To show that the time spectrum is indeed 
exponential, it is useful to use the LOG display on the QVT.  Before the actual data run, test that that 
everything works by taking data for a few minutes. 

Finally, start the real data run which should last one to two hours.  Important:  To determine time 
correlations between pulse pairs from the scintillator record the length of the run, ∆TTotal, and the total 
number of counts, NTotal, as measured by the scaler.  Therefore, start and stop the scaler at the same 
time as the QVT. 

4.5. Data analysis 

You will determine the half-life of Po212 , the amount of Th232  present in the gas mantle and its 
radioactivity by performing a least-squares fit of your data using the weighted errors.  The fit must be 
done with an Excel spread sheet program that you wrote using the equations in this manual. 

Background Counts 

Before the half-life of Po212  can be determined from the observed decay rates, they must be corrected 
for random coincidences, NRandom.  These have to be subtracted from the individual decay rates to yield 
the net decays. 

The “background” or “pedestal” can be calculated from a probability argument: The number of these 
uncorrelated random pulse pairs that occur during a time interval dt is equal to the total number of 
pulses, NTotal, multiplied by the probability P(dt) that any count was observed within a very short time 
interval dt. 

Provided that dt is much less than TotalTotal NT∆  , the average time between counts, then P(dt) is: 

( )
Total

Total

T
NdtP
∆

=   (4.6.) 

Therefore, the number of background counts during a time interval dt is: 

Total

Total
Random T

NN
∆

=
2

 (4.7.) 

 

Since you have already measured NTotal and ∆TTotal in last part of section 4.4, you should now be able to 
determine NRandom per bin, i.e., calculate NRandom for the time interval corresponding to ∆tBin. 

State the value for NRandom per bin in your report.  To verify if your calculated value is reasonable, look at 
a log plot of the observed decay rates vs. bin number.  On such a plot, NRandom would appear as a 
constant offset.  Do you see such an offest?  If so, it should correspond roughly to your calculated 
value.  If you do not see an offset at all, your calculated value should be smaller than the values in the 
right most bins! 

Finally, adjust the decay rate in each bin to correspond to the net decay rate.  In all future references, 
when referring to decay rates, it is implicitly assumed that the net decay rates are meant! 
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Fitting a Histogram 

To fit the acquired data to a straight line, an appropriate fitting function must be selected and the 
resulting uncertainties must be determined. 

Note that in the equation for the decay rates, equation 4.3, dN/dt represents a continuous function.  
Since your data corresponds to decay rates that have been collected in bins of equal time, you must 
adjust equation 4.3 accordingly.  The decay rate per bin, dN/di, which is what you measured, can be 
found by combining equations 4.3 and 4.5, which leads to: 

Bintdi
dN

dt
di

di
dN

di
di

dt
dN

dt
dN

∆
==



= 1   (4.8.) 

 

Since dN/di corresponds to the number of decays for a particular bin, use the following substitution to 
make the notation less confusing: 

di
dNNi ≡   (4.9.) 

 

Combining all these facts, this shows that equation 4.3 still holds but it must be corrected for the finite 
bin width: 

τ

τ

Bintit
Bin

i etNN
∆+

−∆
−=

0
0   (4.10.) 

 

Furthermore, from this result you can see that selecting a fitting function, f(i), that uses the natural log, 
results in a linear relationship between the fitting function and i.  To avoid problems with negative 
values, use the absolute value of data.  Applying the fitting function to the previous equation results in: 

[ ]
ττ

BinBin
ii

tittNNf ∆+
−







 ∆
== 00lnln   (4.11.) 

 

Assume that a linear fit of your data to the above expression yields a slope "b" and an intercept "a".  In 
your report, find an analytic expression for τ and No in terms of a, b,  to and ∆tBin .   (Note that No will also 
be a function of τ.) 

Error analysis 

You must use a weighted fit to determine τ and No from your data.  To do so, you must determine the 
error in fi,  which can be found by taking the partial derivative of fi with respect to Ni.  Since the error in 
Ni is statistical, you can assume that: 

iN N
i

=σ   (4.12.) 
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Finally, use Excel and calculate the net rates and then plot fi vs. i with error bars of magnitude 
ifσ .  Do 

the error bars look reasonable over the whole range?  What is reasonable?  If not, check your 
calculations.  Include this plot in your report. 

Determine the half-life of Po212 and its probable error  

Use your own Excel spreadsheet and do a least squares fit of fi vs. i using weighted errors 
ifσ .  Make 

sure you have read and understood appendix B and that your fit resulted in an acceptable 2
υχ .  State in 

your report the 2
υχ  and if you had to eliminate “bad” data points, report what criterion you used and 

how many points were deleted; also include a plot of iχ  vs. i.  From the fit results, using equations from 
the previous section, determine τ, τ1/2 , N0 and their uncertainties.  State explicitly the functions used to 
calculate the uncertainty in τ1/2 and N0.  (You may assume that the only significant error contributions for 
the uncertainty in N0 are due only to τ and "a", the intercept.) 

You might be interested in comparing your result with previous measurements: A compilation of these 
appears in Table of the Isotopes, edited by Lederer et al., and a relatively recent experiment is 
described in Physical Review, Volume C12, page 318 (1975), both of which you can find in the library.  
The precision of your result should be at least as high as these. 

Determine how many Po212 decays/second are occurring in the gas mantle 

From previous results, you can directly calculate the number of Po212 decays/second ( 
TotalPolonium TN ∆_0  ) in the gas mantle.  State it and its uncertainty in your report.  Keep in mind that, 

even if you detect the α's and β's with 100% efficiency when they hit the scintillator, only 50% of each 
travel in that direction. 

Before continuing, you should check your answer.  Compare it with the average decay rate, 
TotalTotal TN ∆  .  Clearly, the number that you obtained should be less than that of the average decay 

rate! 

Determine the radioactivity of the Po212 in the gas mantle 

The common unit of radioactivity is the Curie, Ci, which corresponds to 3.7×1010 decays per second.  A 
more modern unit of activity is the Bequerel, Bq, corresponding to 1 decay per second, but this is not 
yet fully in common usage.  Report the Po212 activity and its uncertainty in units of Bequerel and Curies. 

Determine the number of the Th232 atoms in the gas mantle 

For the case for two radioactive materials a and b, where τa>>τb , a condition known as radioactive or 
secular equilibrium, it can be shown by differentiating equation 4.1 that the decay rate of the material 
with the short half-live will approach the decay rate of the material with the long half-life.  In other words, 
when the long-lived material a finally has a decay event, this event is immediately followed by another 
decay of the short-lived material b. 

This process certainly applies to the Th232 - Po212 chain, with the two materials differing in their half-lives 
in 13 orders of magnitude.  Therefore: 

Thorium

ThoriumThorium

Total

Polonium N
dt

dN
T

N
τ

_0_0 −==
∆

  (4.13.) 
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Use this information to calculate the number of Th232 in the gas mantle.  Once you have determined the 
number of Th232 decays, you should multiply your answer by a factor 10 for the 10 different decays in 
the chain in order to get the total activity of the thorium.  Also, keep in mind that only 2/3 of the decay 
chain includes Polonium. 

What is the mass of thorium in the gas mantle? 

What is the mass of the thorium in the gas mantle?  (Hint:  how does Avogadro’s number relate to 
mass?)  Check your result: the total mass of the gas mantle is about 1.3 grams.  Should your result be 
larger or smaller than the total weight of the mantel? 

Many rocks, sand and dirt contain typically 5 parts per million 232Th   by weight.  How much sand would 
have the same activity as the gas mantle? 

4.6.  Additional Information 

For additional information see: 

K. Ruddick, “Determination of the half-life of 212Po”, American Journal Physics., Vol. 63, No. 7, July 
1995, p.658. 

Leo, W. Techniques for Nuclear and Particle Physics Experiments.  (Springer Verlag, Berlin 1987) 
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by Prof. Ruddick 

Note:  you do not have to do this experiment.  It is only listed here in case some unforeseen problems 
occur with the other experiments. 

5.1.  Introduction 

This experiment will introduce you to the most basic techniques of X-ray spectroscopy: determination of 
the lattice spacing of single crystals with known orientation.  The equipment consists of a miniature X-
ray tube and associated spectrometer housed in a transparent radiation shield.  Despite the low X-ray 
current, accurate spectral data can be obtained by using a geiger tube to count individual scattered X-
rays. 

5.2.  Production of X-rays 

X-rays are produced by bombardment of a target by a beam of electrons; in this case, the target is 
copper.  The resulting spectrum of X-rays is comprised of two distinct components:  a continuous 
bremsstrahlung spectrum and some discrete spectral lines which are characteristic of the target.   

Bremsstrahlung is radiation produced by the deceleration of electrons in the strong electric fields near 
the target nuclei.  Its intensity is dependent upon the target material, but the spectrum  depends only 
upon the energy of the primary electrons.  The maximum possible X-ray energy (E=hν=hc/λ )  
correspond to the primary beam energy eV0  where V0  is the electron accelerating voltage.  Thus 
wavelengths extend upward from some minimum: 

0
min eV

hc=λ   (5.1.) 

In contrast, the characteristic K,L,M... radiation corresponds to discrete wavelengths produced when an 
inner shell electron is removed from an atom and that level is subsequently filled by an electron from a 
higher shell.  These radiations are further classified as, for example Kα and Kβ, etc., depending upon 
which higher shell the occupying electron comes from. This is shown schematically below: 

Chapter 

5 X-Ray 
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Bragg Spectroscopy
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• Figure 5.1.  Energy and derivative of intensity diagram 

The important radiation from copper consists only of Kα and Kβ components, which have wavelengths 
of 0.1542 and 0.1392 nm, respectively. (Actually each of these lines is split further by spin-orbit 
interactions but this splitting is not easily resolved).  It is these characteristic lines that you will use in this 
experiment.  The Kβ line is about 5 times weaker than the Kα and may be reduced by a much larger 
factor using selective filtering.  In particular, a nickel absorber has an absorption edge due to 
photoelectric absorption which occurs at a wavelength λ =.1488 nm so that wavelengths shorter than 
this are selectively absorbed. 

5.3.  Bragg Diffraction 

The basic Bragg scattering law can be obtained particularly simply in 2-dimensions.  First consider the 
waves scattered from a single plane of atoms.  You should be able to show that scattered rays are in 
phase only in  the direction corresponding to the law of specular reflection, i.e. the angle of incidence 
equals the angle of reflection.  Next, consider the scattering from parallel planes of atoms each 
separated by a distance d as shown in figure 5.2b. 

θ

θ

       

θ

θ

d sin θ

d

 

• Figure 5.2.a and b:  Scattering from a single plane of atoms and from parallel planes of atoms. 

Constructive interference occurs when the path lengths introduced by scattering from adjacent planes 
are an integral number of  wavelengths.  The condition for this is known as the Bragg law:  
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2dsin(θ)=nλ  (5.2.) 
where n is a positive integer.  It is important to realize that scattering of the X-rays is from atomic 
electrons, so that atoms with high atomic number Z are more effective than those with low Z.  The 
arrangement of atoms within cells of the lattice is determined from relative intensities; under certain 
circumstances, diffraction from an angle predicted by the Bragg law may be completely suppressed. 

 

Since any 3-dimensional crystal lattice contains several families of planes which may produce Bragg 
scattering, the orientation of a crystal relative to the X-ray beam and a consideration of all possible 
scattering angles becomes a complex problem.  It is not the purpose of this experiment to teach you 
about Miller indices, reciprocal lattices, etc.  You will be using single crystals of alkali halides, which 
have a cubic cell structure.  These were the first structures to be determined by the Braggs in the 
1910's.  For a simple cubic cell structure, the planes shown in figure 5.3 have so-called Miller indices of 
(1,0,0), (1,1,1) and (1,1,0)  respectively  (the nomenclature is fairly obvious) and the spacing between 
adjacent planes is d, 3d  , and 3d  .  The crystals you will be using have been cleaved along their 
(1,0,0) axes. 

 

(1,0,0) (1,1,0)

d

(1,1,1)

3

d

2

d

d

  
• Figure 5.3  Miller indices for various cubic cells. 

There are three principal methods used in X-ray diffraction.  The Laue method was the first.  This 
method utilizes the continuum component of the spectrum, incident on a single fixed crystal.  The 
Bragg angle is therefore fixed for each set of parallel planes, so that each set picks out and diffracts that 
λ which satisfies the Bragg law for the particular d and θ involved.  The resulting pattern is generally 
observed on a photographic plate and can be used to infer general properties of the crystal structure.  
The chief practical use of this method is for determining the orientation of a particular crystal.  In the 
powder method, the target is in the form of a powder of many tiny crystals placed in a monochromatic 
beam.  All plane orientations are thus presented to the beam and so a few crystals will be oriented so 
that the Bragg law is satisfied; the result will be diffraction of the x-rays into cones at well-defined 
angles.  The diffracted x-rays are again usually recorded photographically.  This method is especially 
suited to determining lattice parameters with high precision.  In the present experiment, you will use the 
rotating crystal technique where a single crystal is mounted with one of its axes normal to a 
monochromatic beam and then rotated through angles θ about a single axis.  Photographic recording is 
obviously possible, but this technique is the most suitable for recording by direct detection of the x-rays, 
especially if the beam intensities are low, as in the present case. 
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5.4.  The scattering experiment 

a) Set-up  

The operation of both X-ray tube and spectrometer should be fairly obvious.  The unit can not be 
operated unless the radiation cover is in its proper place:  close the cover and then push it sideways 
until the pin in the interlocking mechanism is exactly in the center.  Power is turned on via a key, and 
the X-ray tube itself is turned on by pressing the "X-Ray On" indicator.  The unit also has a built in shut-
off timer.  Ensure that the timer is set to it’s maximum position, 60 minutes or higher. 

If the red operator light does not turn on after you press the “X-Ray On” button, it is usually because: 

 the cover is closed but the interlocking pin is not in the center, or 

 the shut off timer has run its course 

 the power on/off key has not been turned. 

The spectrometer consists of a rotating central crystal mount which is coupled to a radial arm via a 2:1 
gear so that the arm rotates through a horizontal angle 2θ while the crystal rotates through an angle θ.  
(The x-rays are obviously scattered (reflected) through an angle 2θ for an angle of incidence θ.)  
Detector, collimators, filters, etc. can be mounted in a slide carriage attached to the radial arm. 

Install the geiger tube so that the radial arm can rotate freely with the radiation shield down.  In front of 
the detector you should place a vertical slit to more accurately define the scattering angle.  (Remove 
the protective cover from the front of the geiger tube and be sure not to damage the thin window).  
Based on the width of the slit you have chosen and on the width of the beam defined by the 
collimator sytem at the exit of the x-ray tube, approximately what angular resolution do you 
expect, i.e. how wide will the Bragg scattered peaks be?  This will determine how carefully you 
should look for peaks in an angular scan. 

Connect the geiger counter to the associated ratemeter and high voltage supply.  You will find that the 
audio signal is especially useful in doing quick angular scans to locate peaks in scattered intensity. 

b) Data Taking 

Do careful angular scans using the crystals provided (one has yellow paint on one end, and the others 
are blue, green and red).  You should be able to locate 2 or 3 orders of diffraction in each case.  Which 
order will give the most accurate lattice spacing measurement? 

Repeat one of these scans with the nickel filter in place, to see the effect.  

Some experimental points to consider: 

How can you best determine the position of a peak?  By estimating the angle for which the maximum 
counting rate occurs, or by estimating the position of the half-maxima, where the counting rate should 
be varying most rapidly? 

If your counting rates are low, have you done the obvious thing of checking the alignment of the crystal 
by eye, i.e. is the x-ray beam hitting the crystal?  Could one face of the crystal possibly be better than 
the other? 
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c) Data Analysis 

For each crystal, construct the following table: 

2*meas θθθθBragg σσσσθθθθBBBB    n λλλλ    d σσσσdddd    
       

       

σθΒ and σd are your best estimate of your measurement error in the Bragg angle, and of the resulting 
error in the lattice spacing d. 

Inspect your results for the calculated lattice spacing d to check if there is any evidence of a systematic 
error in your data.  It is very likely that there is such an error, due to a systematic offset in your 
measured angles, because of an offset of the zero on the angular scale, or to the face of the crystal 
being non-coincident with the rotation axis. 

 

A possible means of removing the effect of such an error is to do a fit to the formula: 

( ) λθθ nd =− 0sin2   (5.3.) 
where θο is the offset angle.  The strategy, then, would be to assume a value of θo, calculate d for each 
value of θ and λ.  From the resulting mean  d  calculate: 

( )∑ −
=

i i

idd
2

2
2

σ
χ   (5.4.) 

From the minimum in χ2 as a function of θo you can obtain a best estimate of the lattice spacing d for 
each crystal and for the offset angle.  You must also quote the uncertainty in this determination.  Can 
you identify the two crystals? 

5.5.  Appendix:  Additional Information 

The following table may contain some useful data for some of the alkali halides: 

 

Molecule Mol. Wt. M Density 
 nm4

3

0








=

N
MD

ρ
 

NaCl 58.44 2.165 0.564 
KCl 74.55 1.984 0.630 
LiF 25.94 2.635 0.403 
NaF 43.99 2.558 0.478 
KF 58.10 2.480 0.538 

 

The data for M and ρ were obtained from the Handbook of Chemistry and Physics.  What does D 
represent?  Why does the calculation of D from M and ρ evidently include 4 molecules? 
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Hint: Study the Figure 5.4. 

 

      
• Figure 5.4  NaCl lattice.  Notice NaCl has a face-centered cubic structure. 
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by Prof. Keith Ruddick 

Introduction 

 As a general rule, a result quoted without any estimate of its uncertainty is useless.  Its validity 
cannot be considered in any absolute way, or compared with other equivalent results.  The purpose of 
these notes is to present an introduction to some of the techniques of error (uncertainty) analysis and of 
data reduction.  The notes will necessarily be brief; many of the concepts should be already familiar.  
The topics, along with specific examples, will be covered at greater length in several lectures. 
Experimental usefulness, rather than mathematical rigor, will be emphasized.  

 There are a great number of books which cover this subject at various levels: older texts which 
contain much useful background and presenting numerical methods for hand computations, and newer 
ones which provide actual computer programs (Library call numbers: Dewey 519, Lib.Cong. QA278).  
The book Data Reduction and Error Analysis for the Physical Sciences by P.R. Bevington and D. 
Robinson is at an appropriate level but presents programs in FORTRAN.  Equivalent C programs can 
be found in Numerical Recipes in C, The Art of Scientific Computing, 2nd Edition by W.H.Press, 
B.P.Flannery, S.A.Teukolsky, W.T.Vetterling, although that book is somewhat mathematical in its 
approach. 

A.1. Significant Figures 

 All numerical measurements or results must be expressed with appropriate significant figures, 
which express the precision of the number.  For example, writing the values 1, 1.0, and 1.00 imply that 
the values lie between 0.5 and 1.5, 0.95 and 1.05, and 0.995 and 1.005, respectively. 

 A measurement and its experimental error should have the same significance, e.g., 273±6  (or 
equivalently, ((273±0.06)×103 ). 

 When adding or multiplying two numbers with different precisions, for example, the precision of the 
result is determined by the number with the least precision.  For example 

  1.093 + 2.5 = 3.6  not 3.593 

  1.093 x 2.5 = 2.7  not 2.7325 

Round-off errors will appear if you are not sensible.  For example 
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  0.98 x 1.04 = 1.02 not 1.0 

In this case each number is known to a precision of about 10% and the result should express this fact.  
But 

  1.9 x 6.135 = 11.7 not 12 (Never throw precision away!) 

 It is legitimate to quote an experimental result to one more significant figure than the experimental 
precision would dictate, since in a computation one significant figure is sometimes lost, as shown 
above.  As a rule, however, errors are usually given to only 1 significant figure; an error itself has 
uncertainty and so it is meaningless to quote a high precision for it. 

A.2. Systematic vs. random errors 

 All measurements have uncertainties.  It is the aim of the experimenter to reduce these to a 
minimum.  Apart from gross errors which lead to obviously wrong results, such as misreading the scale 
of an instrument, there are two classes of errors which must be considered, and their effects estimated.  
One of these is random errors: Whenever you make a series of independent measurements of some 
quantity, these measurements will generally be spread over a range of values, with about half the 
fluctuations lying above the "best" (or average) value, and half below.  The range of the measurements 
is a measure of their precision.  The source of these random errors can often not be identified directly, 
but can arise from errors in judgment when reading a scale to the smallest division, or from small 
fluctuations in temperature, line voltage, etc., which can affect the measuring instruments.  Random 
errors can usually be treated by statistical analysis and form the basis of these notes. 

 Systematic errors can not be treated statistically.  They can arise, for example, from miscalibrated 
instruments or occasionally from observer bias.  A very common error made by students is to assume 
that the zero-point on an instrument scale really is zero.  There is generally no reason to assume this, 
since the zeroing of any instrument is part of its calibration, along with setting any scales on the 
instrument. Corrections for systematic errors can often be made to the data provided their presence is 
known and understood.  This is not always the case, however.  Consider the table below, which shows 
the results of two sets of measurements of the length of a piece of wood, with two different rulers and 
on two separate occasions: 

 

Ruler, Temperature Result (cm) 

Steel, 10° C 80.35 ± .05 
Plastic, 10° C 80.12 ± .08 
Steel 30° C 80.17 ± .05 
Plastic, 30°C 80.06 ± .08 

 

The quoted (random) errors in the data were presumably found by a suitable analysis of the spread of 
the measurements, but these data also contain some obvious systematic errors, related to the material 
of the ruler used, and to the temperature at which the measurements were made. (The measurements 
made with the steel ruler are greater than those with the plastic, and higher temperature results are 
smaller than those made at lower temperatures). 

 What is the length of the piece of wood?  Notice that measurements made with the same ruler 
have the same "precision", which is an indication of the exactness of the measurements made with that 
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instrument, but the ultimate "accuracy" of the measurement will depend on how well the experimenter 
is able to account for the thermal expansion of his rulers, and in the case of the plastic ruler, expansion 
due to the relative humidity of the air at the time of the measurement.  These types of systematic error 
can often be removed from the data, e.g., if the appropriate expansion coefficients are known.  Such 
corrections will not increase the precision of the experiment, but will increase the accuracy in the final 
result for the length of the piece of wood, which must presumably be quoted for a specific temperature.  
The quoted error must be increased to accommodate the additional uncertainties arising from the 
corrections. These are, of course, just estimates of the exact corrections. 

 Very often, there are no specific rules to follow, and you must use your own good judgment in 
handling errors, especially systematic errors.  As a guiding principle, be conservative, be honest with 
yourself and in the presentation of your results.  The uncertainty in a result is usually expressed as a 
single number, but may often include an estimate of the both systematic and random errors, separately. 

A.3. Measurements of a Single Quantity: Random Errors 

 If a quantity x is measured many times N, the individual measurements xi  form a distribution from 
which the experimenter wishes to extract a "best" value for x.  Usually, but not always, the "best" value 
is the mean x   of the distribution: 

∑
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=
N

i
ix

N
x

1

1   (A.1.) 

(For an asymmetrical distribution, the "best" value might be the median, which is that point above which 
half of the xi  lie, with half below, or it might be the most probable value, which is the peak of the 
distribution.  Of course, all three quantities are equivalent for a symmetrical distribution.)   The 
spread or width of the distribution is an indication of the precision of the measurement.  As a measure 
of this width we consider the deviations of the individual measurements from the mean, i.e. 

ii xxd −=   (A.2.) 
From our definition of  x , the sum of the deviations must equal zero.  The mean deviation, defined in 
terms of the magnitudes of the deviations: 
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is often useful, but a more useful measure of the dispersion of a measurement is the standard deviation  
σ.  The variance of the distribution σ2  is the average of the squared deviation: 
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N 1

22 1σ   (A.4.) 

The standard deviation is then the square root of the variance, or the root mean square of the 
deviations. 

 To be more mathematically correct, we should recognize that the measured distribution is a 
"sample" distribution, which will be different every time we make a different series of measurements of 
x, rather than the "parent" distribution for which the mean is the exact, or "true" value.  The best 
experimental estimate of the parent or "true" standard deviation is given by: 
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 The quantity N -1 is the number of degrees of freedom in the problem, which equals the number of 
data points minus the number of fit parameters.  If you ever have to worry about the difference between  

N  and 1−N   in your data, then the data are probably not very good! 

 Note that this σ is a measure of the uncertainty in a single measurement; it measures the width of 
the distribution of all measurements and is independent of the number of measurements!  But, clearly, 
the more times we make a measurement, the better we expect to be able to determine the mean.  We 
shall show later that the standard deviation of the mean is given by: 
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i.e. in order to improve the accuracy by a factor 2, you must make 4 times as many measurements. 

 Occasionally, the term probable error is used to describe the precision of a measurement.  This is 
defined such that there is a 50% probability of exceeding this error if another measurement is made.  It 
is a little greater than the standard deviation: The exact relationship between the two depends on the 
form of the distribution. 

 We emphasize that these definitions are general, and apply to any distribution of measurements.  
There are specific theoretical distributions which can be used as models of actual data and which are 
very useful.  We shall discuss them and their applicability shortly. 

A.4. Propagation of Errors 

 Suppose we measure several quantities a, b, c,... each with its own standard deviation, σa,σb,σc  ... 
and then use these values to determine a quantity y = f(a,b,c...).  What is the standard deviation of the 
quantity y? 

 We can differentiate the function to find how changes ∆a, ∆b, ∆c... in each of the a, b, c... affect the 
value of y: 
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This is, of course, really the first term in a Taylor expansion, and corresponds to assuming that the 
partial derivatives do not change over the ranges ∆a, ∆b,...  (For large errors, we must include terms in 

bay ∂∂∂ /2   and the cross terms  , etc.) 

 If the function y=ab, or y=a/b for example, then 

b
b

a
a

y
y ∆+∆=∆     

b
b

a
a

y
y ∆−∆=∆  

respectively. 

 In general, we do not know the absolute errors ∆a, ∆b, ∆c, in the measurements of a,b,c, but rather 
a quantity such as their standard deviations  σa,σb,σc, (or the probable errors). However, from the above 
equations it is intuitively likely that the variances should add in the form: 
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That this is indeed true follows from: 
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and then 
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which leads to equation A.8 if we neglect the cross-terms:  This will be valid if the a's and b's are 
independent, but if they are related this correlation must be accounted for. 

 Thus, for example, for a function y=abc, or y=ab/c, we obtain: 
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and for y=a+b+c: 

2222
cbay σσσσ ++=   (A.12.) 

A.5. Some Important Distributions 

a) Binomial Distribution 

 Consider an experiment, such as tossing a pair of dice to obtain two sixes. The experiment has 
only two possible outcomes, with probability p for success, and probability q=(1-p) for failure.  
(Obviously, in this case p=1/36 and q=35/36).  For a series of N such experiments, the probability of 
throwing sixes for the first k times, say, and then not throwing sixes for the remaining (N-k) times is 

( ) ( )( )kNkkNk ppqp −− −== 1Prob   (A.13.) 
But if we ask what is the chance of obtaining a pair of sixes for any k out of N tries, in any sequence, we 
must multiply the above expression by the number of ways this may occur. The result is known as the 
binomial distribution: 
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It is left as an exercise to the student to prove this, and to show that the mean and variance of the 
distribution are given by: 

Npx =   (A.15.) 
( )pNp −= 12σ   (A.16.) 

b) Poisson Distribution 

 The binomial distribution becomes unwieldy for large N.  But in the very common situation where p 
is very small, (remember that the mean Npx =  ), it can be approximated by the Poisson distribution, 
which has a much simpler analytic form.  This distribution is: 
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The variance of this distribution is x  , (from  ( ) ( )∑ −= xPxx 2σ , so that the standard deviation of the 

mean x   is  x .  A Poisson distribution is then completely specified by its mean  x  and its standard 
deviation x=σ  . 

 Both the binomial and Poisson distributions are asymmetric, and they are also discrete. The 
Poisson distribution is especially useful in determining the statistics of radioactive decay, where in 
general, N, the number of parent nuclei is enormous, and the probability of decay is small.  It gives the 
statistics of the number of decays observed in a given interval, so that, for example, if 100 counts are 
observed in a given time interval, the standard deviation will be 10100 =  .  Beware, however, the 
thoughtless application of this rule at very low rates:  it is the square root of the mean of the parent 
distribution that gives the standard deviation.  For 100 counts, the rule works well because the mean 
probably lies in the range 90 to 110 and taking a square root then yields close to the same answer for 
σ.  But if you obtain 1 count, say, in a given time interval, the mean is not well-determined from this 
single measurement, and actually has a reasonable chance of being anywhere from about 0.1 to 3.  So 
you cannot say that the σ is 1 in this case.  The Poisson distributions for means of 0.1 and 3.0 are 
shown in Figures A.5a and A.5b. 
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• Figure A.1. a     b       c 

c) Gaussian Distribution 

 When x   becomes large, the Poisson distribution becomes very symmetric and eventually can be 
expressed in a more useful form, the Gaussian distribution, often referred to as the normal distribution: 
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This is a continuous function in x, so that the probability of any measurement falling within an interval dx 
around x is given by: 

( )dxxxPdP GG σ,,=   (A.19.) 
The probability of a measurement lying 1σ, 2σ from the mean, respectively, is 0.683, and 0.954.  This is 
illustrated in Figure A.5c.  It is also easy to show that 1σ = 1.48 x the probable error. 

 The Gaussian distribution forms the basis of most error analyses, especially because of its simple 
analytical form.  It represents many experimentally observed distributions extremely well; in practice, 
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however, there are often longer tails in an experimental distribution than predicted by the formula 
above. 

A.6. Estimating the Mean And Its Error:  Method of Least Squares 

 We previously asserted that the "best" value from a symmetric distribution of measurements is the 
mean of the measurements.  It is simple to show that this choice corresponds to minimizing the 
variance of the distribution. i.e.: 
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from which 
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Setting this equal to zero as the condition for a minimum in σ2 , we find: 
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This is an example of the principle of least squares:  the "best" value from a distribution of 
measurements is that which corresponds to minimum variance, (i.e. the least sum of the squares of the 
deviations).  The principle of least squares is itself a consequence of the principle of maximum 
likelihood, which is at the foundation of much of the field of statistics, as we shall now show: 

 Suppose we have a (Gaussian) distribution with mean x  .  The probability of obtaining any given 
measurement  xi within the range dxi  is: 
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and then the probability of obtaining a particular distribution of measurements  x1,x2, . . .xN is: 
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This probability is a maximum when the exponent is a minimum, which corresponds to the least 
squares condition. 

Weighted Mean 

 If each measurement in the expression for the total probability has a different σi , then the exponent 
which must be minimized is: 
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Differentiating this with respect to x  then gives: 
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where the wi , the reciprocals of the variances, are called the weights of the measurements.  This is the 
prescription for determining a weighted mean, when each measurement has a different weight. 

 What is the error of the mean?  In equation (B.8.) we found a general expression for the variance 
2
yσ   of a function y=f(a,b..). It is equal to the sum of terms  ( )22 ayxa ∂∂σ   Applying this to our definition 

of the mean: 
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we find: 
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Thus, if the standard deviations of the data points are all equal, i.e., σσ =i   , the estimated error of the 
mean is given by: 
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as stated earlier.  And if the uncertainties are not equal, we evaluate the partial derivatives from our 
expression for the weighted mean: 
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which leads to an expression for the uncertainty in the weighted mean: 
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A.7. Graphical Presentation of Data 

 A well-drawn graph can provide an overall view of a set of data which is not possible from a table of 
numbers.  There are good ways to represent individual data points. 

 Suppose you are plotting some measurements  yi as a function of a dependent variable xi , e.g. 
electrical resistance vs. temperature.  If there are many data points with small relative errors, and the 
dependence of y on x is fairly slow, then it may be reasonable to represent each data point by a single 
point as in Figure A.5.a.  If, however, the dependence is fairly rapid and there are limited data points, it 
is usually better to draw a circle around the point, as in Figure A.5.b.  Notice that in this figure, we drew 
a line through the data points to guide the eye; without this line the data would have been much more 
difficult to comprehend.  However, the line we drew did not go through all data points, we did not simply 
connect all points by straight lines.  Such a smooth line is valid since sudden changes in slope are 
probably unphysical; this was justified since we presumably had some knowledge of the likely errors in 
the measurements. 
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• Figure A.2. a       b       c 

 Generally, if you know the standard deviations of each data point, these should be indicated on the 
graph by vertical lines through each point.  Again, it may be useful to draw a smooth line through your 
data, in order to guide the eye, or actually to determine a slope, or to illustrate a fit to the data.  Figure 
A.5.c shows an example. 

 Graphs serve several functions, in addition to summarizing data:  A graph is usually necessary for 
observing fine features in the data, for evaluation of "backgrounds" to experiments, to show likely bad 
data points, etc.  A good graph is often necessary to show that your data are convincing, and should 
therefore be given careful thought.  It should be accurately labeled, and scales should be chosen for 
optimum effect, e.g. log-log to demonstrate power laws, etc. A very useful rule to use in evaluating data 
shown in graphical form follows from our discussion of standard deviations earlier:  A fitted line 
should pass through roughly two-thirds of the error bars, missing about one-third.  If the line 
misses significantly more than one-third of the data points, the errors have been underestimated, and if 
it passes through more, the errors are too conservative. 

A.8. Fitting Data to a Straight Line y = a + bx 

 It is very often required to determine the "best fit" of some data to a known functional form.  We first 
consider fits to a straight line, i.e. given a series of N measurements of a quantity yi  as we vary some xi 
, find the "best" values of a and b, along with their errors, where the data are expected to have the form 
y=a+bx.  We assume that the xi  have errors which are much smaller than yi , which is usually the case.  
We use an extension of the least squares method which we have already used for determining the best 
value for the mean of a distribution of measurements of a single quantity.  This process is sometimes 
called linear regression.  For any arbitrary values of a and b, we can calculate the deviation di between 
each of the measured values yi  and the corresponding calculated values: 

( ) ( ) iiiii bxayxyyd −=−=   (A.32.) 
The probability of obtaining a particular yi  is then given by: 
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  (A.33.) 

where iσ   is the standard deviation of a particular yi .  The probability of obtaining the full set of 
measurements  y1,y2,… is given by the product of probabilities P(y1)P(y2)…=P .  As before, we need to 
maximize the probability P. 
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a) The Case When All σσσσ's Are Equal. 

 In this situation, maximizing P corresponds to minimizing the sum of the squared deviations with 
respect to the parameters a and b. i.e. For: 

( )∑ ∑ −−= 22
iii bxayd   (A.34.) 

the conditions for minimum deviation are: 

∑ ∑ =
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  (A.35.) 

which produces two simultaneous equations for a and b. The solution of these equations gives the 
required fit values for a and b: 
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To determine the standard deviations of a and b, we again use the general expression for the effect of 
the variations iyz ∂∂   on the standard deviation in a parameter z, so that:  
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Since the standard deviations σi  of each measurement yi  have been assumed to be the same, we can 
estimate these directly from the data.  We find: 

( )∑ −−
−

== 222

2
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iii bxay
N

σσ   (A.39.) 

which is the function we have just minimized.  (The factor N-2, the number of degrees of freedom, is the 
number of data points N minus the number of parameters (2) to be determined in the fit). 

We can differentiate the solutions for a and b given above to obtain: 
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Some algebra then gives: 

D
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a
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b
22 σσ =  ; (A.41.) 

where σ is given by the equation quoted above, which can also be written:  

( )xxyyxxyy abSbSaSSbSaS
N

222
1

1 222 +−−++
−

=σ   (A.42.) 

This form may be more suitable for computation. 
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b) Weighted Fits 

 It should now be obvious how you make a weighted least squares fit to a straight line with each of 
the yi  having different errors.  The function to be minimized now is not simply the sum of the squares of 
the deviations, but the sum of squared deviations divided by the corresponding σi .  This function is 
called χ2  or chi-squared (hard 'ch'). i.e. we must minimize:  

( )∑∑ −−
== 2
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ii

i

i bxayd
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χ   (A.43.) 

The results are the same as the equations above if we redefine: 
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The standard deviations are: 

D
Sxx

a =2σ                  
D
S

b =2σ   (A.45.) 

In this case, of course, the σi  are estimated separately for each measurement before the fit.  In the 
previous case, it was the spread of measurements about the best fit that allowed us to determine the 
σ's from the fit itself. 

 

While equations B.36. to B.45. are correct they are susceptible to round-off errors. Such errors occur 
when a large number is divided by a very small one.  Numerical Recipes in C provides the following 
improved linear regression formula which should be used in all your computer programs and 
spreadsheets.  It uses the temporary variables ti  and  Stt to circumvent the round-off problem: 
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 Occasionally, a situation arises where the errors in x are not small compared to those in y, as we 
have been assuming.  This can be accounted for by increasing the  σy's using: 

222
xyy bσσσ +→   (A.49.) 

You should realize, of course, that some very important functional forms can be reduced to a 
straight line:  Any power law, or exponential, can be fitted with the prescription given above. 



 

70 
 

A.9. Fitting to Non-linear Functions 

 The function ( )22 ∑= iid σχ   can be defined for any set of measurements, where the di 
represent the deviations from any arbitrary functional form.  The prescription for minimizing the function 
is the same as above, but now if we introduce m parameters to be fitted, (in a polynomial for example), 
we find m simultaneous equations to be solved.  This is usually best done by means of matrix methods.  
You may consult Bevington or Numerical Recipes for the appropriate code. 

 When fitting to an arbitrary function, the programs incorporate sophisticated mathematical 
minimization techniques.  In particularly complex fits there may be problems due to finding local minima 
in a multi-dimensional space, and various methods must be used for checking whether a minimum is a 
true minimum or just a local one.  Such techniques are beyond the level of these notes. 

A.10. Goodness of Fit; more on Chi Square 

 One important question we have not yet asked is "How good is the fit?"     This question can be 
answered by reference to the magnitude of the χ2 function after the minimization has been completed. 

 It is straightforward to obtain an intuitive feeling for χ2:  Suppose we have made a fit to a theoretical 
curve.  Then the final (minimum) value of χ2 is given by the sum of N individual terms 
( ) 22 σltheoreticameasured yy −   as has been described.  On average, we expect each measured data point 
to lie about 1σ from the theoretical curve, if the fit is "good".  On average then, each term in the sum for 
χ2 contributes an amount 1 to the final sum, and the final value of χ2 should be roughly equal to N if the 
fit is good.  Alternatively the reduced χ2 or χ2/DF which is the total χ2 divided by the number of degrees 
of freedom should be on order 1 for a good fit.  (Remember that the number of degrees of freedom is 
the number of data points minus the number of parameters to be determined in a fit, e.g., N-2 for a 
straight line fit, N-5 for a fourth order polynomial, etc.) 

 Obviously a large value for the reduced χ2 implies a poor fit, with at least some data points lying far 
from the theoretical curve, and a very small χ2 implies either that the assumed errors are much too 
small, or, perhaps, that the theoretical function may be simpler than assumed.  For a more quantitative 
measure of the goodness of fit, we must refer to the theoretical χ2 probability distribution, or more 
usually to tables or graphs of this function such as the one shown in figure A.3.  This distribution 
function is derived assuming that the errors themselves are normally distributed.  The accompanying 
graph shows confidence level as a function of χ2 and number of degrees of freedom.  The confidence 
level is the probability that a random repeat of the experiment would result in a poorer (larger) χ2. 
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• Figure A.3.  Confidence Level vs. Chi Square for different degrees of freedom 

 For example, if you do an experiment which consists of measuring 10 data points which you then 
fit to a straight line, and you find χ2=15, the graph shows a confidence level of 0.05 (there are 8 degrees 
of freedom), while if χ2=10, the confidence level would be 0.43.  The first fit would be marginal:  
Confidence levels between 0.05 and 0.95 are usually taken as "acceptable". 

 An occasionally useful non-analytical means of obtaining an error estimation for a one-parameter fit 
is obtained by determining the behavior of χ2 about its minimum value, ( )x2χ  .  If we allow our 
estimation of the mean to vary by x∆  , then: 
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  (A.50.) 

  

the second of these terms is zero, and therefore: 

( ) ( ) 122 +=± xx x χσχ  (A.51.) 
i.e. for a one parameter fit, one standard deviation "error" on the parameter is determined from where 
χ2 increases its value by 1. Also, 42

min +χ   determines the two standard deviation point; the χ2 function 
is parabolic about its minimum. 
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• Figure A.4.  

 For a multiple parameter fit, things are not quite so simple, e.g., for two parameters a and b, say, 
from a fit to a straight line, the χ2(a,b) function forms a 3-dimensional surface, which can be represented 
by contours of constant χ2 on the (a,b) plane, as shown in Figure A.5.  Notice that in general this form is 
an ellipse, indicating that a and b are correlated.  (The correlation is obvious, since if we increase the 
slope of a straight line, in general we must decrease the intercept with the y-axis).  The standard 
deviations are given by the rectangles drawn about the 12

min +χ   contour.  Strictly speaking, for such 
multiparameter fits, we must quote the error matrix, or covariance matrix from which the correlated 
errors can be determined.   We shall not discuss this here. 
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• Figure A.5. 

A.11. Some Comments On "Correlation Coefficient" 

 Many students have access to "canned" error analysis programs which they occasionally apply to 
fit their data.  Some of these least squares fitting programs are fine, (they do the required summations 
described in Section 6) but essentially none of them will do a weighted fit, which is what is most often 
wanted.  The computer prints out results, usually without errors, making them useless, and also a 
correlation coefficient "r" which the student then quotes without understanding it, but in lieu of a quoted 
error; this is generally a number greater then 0.99 and therefore must be good!(?).  Naturally, no 
students in the present class are guilty of such behavior. 
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 Most of these programs come as a package for use in the social sciences, where one of the aims 
is to determine whether there exists any correlation at all between variables.  In the hard sciences, such 
a situation is very rare: There is generally a known or hypothesized functional relationship for which 
parameters can be determined, or which can be tested by means of χ2 or other tests. 

 We can develop a quantitative measure of the degree of correlation between two variables using 
the formulations already given.  This will be the "linear correlation coefficient" r.  Consider some data 
consisting of pairs of measurements, (xI,yI) , of which either x or y can be considered the dependent 
variable.  We can do a linear least squares fit to the line y=a+bx and determine a best value for the 
slope b, already given: 

( )∑ ∑
∑ ∑ ∑

−

−
=

ii

iiii

xxN
yxyxN

b 2   (A.52.) 

Weighting factors 21 iσ   may be included.  If there is no correlation between x and y the slope b=0.  
Thus the existence of a slope is an indication of a correlation; but the slope itself is not a direct measure 
of the correlation, since it might be very small although finite. 

 The data can also be fit to a straight line of the form x=a'+b'y and the best fit now gives: 
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ii

iiii

yyN

yxyxN
b  (A.53.) 

Again, no correlation will result in b'=0.  However, if there is a perfect correlation between the x and y, 
then obviously b'= 1/b, or bb'=1.  We define the linear correlation coefficient r as: 

bbr ′=   (A.54.) 
There exists a probability distribution for r, given in most statistics books which can be used to directly 
indicate the degree of correlation corresponding to a given value of r.  The concept of linear correlation 
coefficient can be extended to multiple correlations in a general way, but we repeat that r is of limited 
use in the "hard" sciences. 
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B.1.  Introduction 

Good explanations of the χ2  least squares fit (LSF) procedure can be found in Bevington and also in 
appendix A of this manual.  The reason for including this appendix is to present the LSF in a less 
mathematical manner and instead emphasize the reasons why one would employ such a fitting 
procedure.  In addition,  it is sometimes said that fitting data is not just science but also an art.  It is the 
intent of this write-up to strengthen your skills by pointing out what to look for in a fit and what to avoid 
and finally, how to read and interpret the results of a fit. 

B.2.  Least Squares Fit 

A LSF calculates the best fit of a straight line through data points where each data point has an error or 
uncertainty associated with it; the definition of what constitutes a “best” fit determines how the fit is 
done. 

 

A “good” fit is one where the fitted line is as close as possible to the data points.  Therefore, the 
“offset”,

ii fitmeasuredi yy −=∆   , is what we want to minimize.  One possible method to do so is to add all 
the offsets together and then adjust (“wiggle”) the line until the sum reaches a minimum. However, it 
can be shown that uncorrelated errors add in quadrature.  So, instead, we add all the squares of the 
offsets and then “wiggle” the line till the sum is a minimum; this is the definition of a “best” fit. 

 

The previous paragraph skipped over a crucial fact:  how do we define or measure these “offsets” 
between a fit line and the data points when the errors are not identical?  For example, if the error for a 
particular data point is very small, indicating that this particular data point is very well known, then it is 
more important for a “best” fit to pass close to such a point, as compared to a data point where the error 
bars are large because the location of the point is not very well known.  Therefore, when the errors are 
not all identical, i.e. in a situation with weighted errors, the offset must be normalized.  The 
normalization is achieved by dividing the offset by the magnitude of the data point’s error i.e. its 
standard deviation. 

i

fitimeasuredi
i

yy
σ

χ __ −
=   (B.1.) 

This quantity is called the “chi of i” and it represents how many error bars or standard deviations (as 
defined by that particular data point) it is off from the best fit. χ2  for a fit is defined as: 

Appendix 

B Fits Using X2
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∑=
N

i
i
22 χχ   (B.2.) 

and you may think of this quantity as the square of the total errors of your fit.  Since χ2  grows larger the 
more data points you fit, a further normalization is useful: 

N

2
2 χχυ ≅   (B.3.) 

where N corresponds to the total number of data points fitted and  2
υχ  is called the “reduced Chi 

squared.”  (If you want to be picky, in two dimensions χ2  should be divided by the degrees of freedom 
of the fit, i.e. N-2 but in a “good” analysis N >> 2, so you should be able to ignore the 2.)  Another way 
of thinking of 2

υχ   is that it represents the square of the average error of your fit, i.e. how many 
(average) error bars squared (or sigma’s) your data points (on the average) are away from the best fit. 

 

Note that the units for  χi, χ2 and  2
υχ  are sigmas or sigmas squared and you should think of them in 

terms of Gaussian probabilities!  For the sake of consistency, use these normalizations even when all 
the errors are identical.  That way the errors are always expressed in similar quantities, i.e. sigmas or 
sigmas squared. 

 

As previously mentioned, minimizing the sum of the individual offsets, i.e.  minimizing χ2, results in a 
best fit.  Luckily, in two dimensions, there is no need to wiggle the fit curve to determine the minimum 
because it can be determined mathematically.  See section B.8. of this manual for a derivation of all the 
necessary equations.  Nevertheless, in more than 2 dimensions “wiggling” the curve is often the only 
way to determine the minimum.  Various computer programs to find the best fit in more than two 
dimensions often resort to clever random walk algorithms but even those can not always tell with 
certainty whether they found the “real” minimum or just a local minimum. 

 

Probably the most misunderstood and hardest concept to grasp about LSF fitting is how the magnitude 
of 2

υχ   (or χ2 ) relates to the quality of the fit.  The misunderstanding seems to come from the fact that 
we have stated that a best fit is one where the χ2  is minimum.  A logical, but not necessarily correct 
conclusion is to assume that the smaller χ2  is, the better the quality of the fit.  In the same manner, 
people sometimes adjust various parameters in their data to get a  2

υχ  that is as close as possible to 0.  
Also comparing different fits and assuming that the one with lowest  2

υχ  must have the best data set is 

simply not always correct!  Read on and you should start to understand why a  2
υχ  close to 0 is not at 

all an indicator of a good fit. 

B.3.  Example:  Fitting a Linear Signal With Random Noise 

To illustrate what has been covered so far and to get a better understanding about the various χ’s 
consider a LSF of a linear signal yI=a+bxi  with some random noise ynoise.  Under these circumstances, 
the signal observed or measured is: 

ii NoiseiMeasured yyy +=   (B.4.) 
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Repeated measurement of  
iMeasuredy  allows us to determine the standard deviation of the signal, 

iyσ .  

If a LSF is performed using N values of  xI, iMeasuredy  and 
iyσ  , what values for χi , χ2, 2

υχ    should we 
expect?   

 

Let’s begin with the 2
υχ  :  From the definition of the 2

υχ  we can expect that a LSF calculates that on the 
average, “most” (i.e. about 2/3) of the data is within one standard deviation from the LSF fit.  Therefore, 

2
υχ   should be close to unity. 

 

At first glance, this may seem not a very good result but, actually that is the best you can expect for 
random noise on a clean linear signal!  The reason is that originally, if you correctly defined the size of 
the error bars by determining the 

iyσ ’s, you indicated that the actual values had a pretty good chance 
to lie within one error bar.  The fit confirmed the original guess, which is as good as it gets. 

 

What happens to the 2
υχ   if your assumed errors, 

iyσ   were either too small or too large?   First 
consider the case where the experimenter is overly confident of the data and assumes that the errors, 

iyσ  , are much smaller than what they are in reality.  Under these circumstances, a LSF would have 

calculated a large value for 2
υχ   because on the average, the data was many (of these small) error bars 

away from the best fit.  In other words, the average error squared, 2
υχ  , would have been much larger 

than one error bar, indicating that most of the data does not fall within one sigma of the fitted line, as it 
should.  For example, a reduced 2

υχ   of 4 indicates that to collect 2/3 of the data you have to go at 2 
sigmas away from the best fit, a  2

υχ  of 9 indicates the majority of the data spread over three sigmas. 

 

In the opposite case, where the experimenter was too cautious and assumed error bars or standard 
deviations that were far larger than was needed, the reduced 2

υχ  will be less than unity.  Again, this 
indicates that most of the fitted data lies within less than one single standard average deviation. 

 

From these arguments, and equation B.3 it follows that for this LSF with random noise, the χ2  should 
have been approximately equal to N, the number of data points analyzed. 

 

Finally, what do you expect a bar graph of  χi vs. i to look?  Such a graph is a representation of how 
many σ ‘s a particular data point, 

iMeasuredy  , is “off” from the best fit value that your program calculated.  
As can be seen from definition B.32 and B,43, a negative value of χi  indicates that the data point fell 
below the best fit value, a positive χi indicates that the data point is above the fitted value.  For “good” 
data, i.e. data with some random noise, it’s equally likely for the points to fall below the fitted value as to 
be above it.  In other words, χI  should randomly vary in sign.  Figure B.1 represents a picture of how  χi  
for “good” data should look like: 
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• Figure B.1.  Note three facts about the graph:  the sign of the data is randomly positive and negative, most of the 

magnitudes are between -1 and +1 and there is no “trend” in the data, i.e. it appears random. 

What about the magnitude of χI ?  In a Gaussian distribution 63% of all error fall within one sigma.  
Therefore, about two thirds of your χI  should be between -1 and +1.  Furthermore, less than 5% of your 
χI  should have a magnitude larger than 2. 

 

To sum up, here is a table of what you should expect for a two dimensional LSF for N linear data with 
random noise: 

2χ  N 

2
υχ  1 

iχ  2/3 of the data points should fall in the interval -1 to +1. 

 

So far nothing has been said about the variables that we are most interested in, namely the intercept of 
the straight line fit, a, and the slope, b and their uncertainties σa and σb and how they are related to 

iyσ  
.  The purpose of a LSF is to determine a and b with the highest degree of accuracy, i.e., the smallest 
σa and σb; the values of a and b in themselves are not very meaningful unless we also know their 
accuracies.  From equations B.41. we can see that σa and σb are directly proportional to the errors, 

iyσ  
.  Therefore, it may be tempting to “adjust”  by decreasing it to obtain “a more accurate result”.  This is 
clearly unethical (=cheating) and meaningless.  On the other hand, in “real” experiments, one is seldom 
certain what the “real” errors are; in these situations, all one can do is to make an educated and honest 
guess and then do the fit.  Luckily, we can verify these assumptions by checking 2

υχ .  Only if 2
υχ  is 

near unity can we say with certainty that our 
iyσ   were reasonable and, therefore, also our σa and σb !  

That is why we put so much emphasis on understanding the meaning of χ2  because if you want to 
understand the data analysis of an experiment, you must understand the error contributions! 
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B.4.  Analysing a Fit 

Before you use the results obtained by the least squares fit program you should always check the value 
obtained for the reduced 2

υχ  and you should also inspect the individual  χi vs. i.  Knowing how to read 
and interpret these two factors can give you very important information about the data and the analysis.  
For example, it will tell you if your fit to a straight line is justified, if you have any bad data points and if 
your assignment of the error bars is reasonable. 

 

First, check the value obtained for the reduced chi square, 2
υχ  .  If it is significantly larger or smaller (by 

a factor of 3 or more) than unity, then you have a problem.  (Don’t panic yet, read the following 
paragraphs.)  If your 2

υχ  is close to unity, you should feel relieved because your analysis seems be 
going in the right direction and it confirms that your guesses concerning your error analysis seems to be 
correct. Nevertheless, you should not assume that everything is perfect until you have also checked the 
χi  vs. i. 

 

Second, look at a bar graph of χi vs. i. If your χi data does not look like the picture B.1 and your 2
υχ   is 

not anywhere near what it should be, then the most common mistakes are:  a bug in your spreadsheet 
program, faulty error bars, bad data points, wrong theory.  We now will cover each of these points. 

B.5.  Troubleshooting χχχχ2 analysis 

If all your χi  are positive then something is wrong with your spread sheet.  A common mistake is to 
assume that 2

ii χχ =   .  Clearly this does not hold for negative values of χi . 

 

If the appearance of your χi data at first glance looks fine, i.e. you see no particular trend in the χi and 
the values of χi are randomly distributed, i.e. are equally likely to be positive or negative, but the 
average magnitudes of the χi (and of 2

υχ  ) will be either very large or very small, (see figure B.2.) then 
you probably calculated your error bars incorrectly or made some unrealistic assumptions about your 
errors. (Of course, this depends on “how incorrectly” incorrect is!) 
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• Figure B.2. 

This graph will tell you whether the errors you chose were too large or to small.  Remember that χi is a 
representation of how many of your error bars you are away from the fitted result.  If your error bars 
were too large, then on the average you will be much less than one unit away from the fitted curve.  On 
the other hand, if your error bars are too small, then on the average you will be many error bars or 
away from it and your individual χi will be large!  Since 2

υχ  is a normalized average of all χi, then it 
follows that if the magnitudes of the χi are incorrect and it is very likely that  2

υχ  will be incorrect too!  

 

Assuming that there are no mathematical mistakes in your error analysis, what does it mean if you find 
(from the χ2 analysis) that your errors bars are incorrect?  Keep in mind that an error analysis is usually 
based on some “educated” guesses and the χ2 analysis can tell you if these “guesses” were 
reasonable, i.e., if the assumptions made were too conservative ( 2

υχ  << 1) or too liberal ( 2
υχ   >> 1).   In 

any case, if your 2
υχ  is less than 2 or 3 (sigmas squared), do not bother “fudging” with the errors and 

stick instead with your original assumptions.  If the analysis indicates that you made your errors too 
small, then it could imply that you have neglected other sources of errors.  If it indicates that you made 
your errors too large then it means your instruments are better than you assumed originally. 

Bad Data Points 

If you have a few bad data points you may see something similar to the picture below.  In addition to 
the two large spikes, indicating the “bad” data points, notice also the “trend” in the χi : χi on the left tend 
to be mostly negative while the ones on the right are mainly positive.   This indicates that the fitted line 
has been skewed from a best fit by the bad data points. 
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• Figure B.3. 

In case you only have a few bad data points and if they are many sigmas off, you may remove them 
from your data.  Depending on your definition of “few” and “many”, you may be entering the more 
murky side of data analysis.  Whenever you are not certain if what you are doing is appropriate or not, 
then always document exactly what you did with your data; in the analysis section of your report or 
paper describe how many data points you deleted out of how many and what criterion that you used 
and then let the reader make the final judgment! 

Wrong Theory 

Sometimes the assumptions made when fitting the data to a straight line were wrong and the fitted data 
should not have been fitted to a straight line.  This happens if the theory that predicates the behavior of  
the data is incorrect;  linearizing it will not help.  In reality though, it is much more common that the 
overall theory is correct but that a small second order effect is present in the data. 

 

For example, the data in figure B.4. below looks fairly linear and a fit results in a 2
υχ   of 3.8 which is not 

great but acceptable. 

y = 1.2724x - 4.3016
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• Figure B.4. 

Looking at the χi of the data from figure B.4 clearly reveals a trend in χi and shows a small quadratic 
dependence in addition to the linear one. 
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• Figure B.5. 

It is difficult to explain how to deal with such a result because of the different situations and magnitudes 
in which they arise.  The two most common procedures are:  If you have lots of time and/or the data is 
very important to you, filter out the first order effect and study both the first and the second order effect.  
(Sounds easier than it is.)  Second, describe the second order effect in your paper, report etc. and 
leave it at that. 

 

Nevertheless, keep in mind, if you should observe a “substantial” trend in your χi indicating that you are 
fitting data that is not linear, then you are doing something you should not be doing and the results may 
be all but meaningless!  
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C.1.  How To Get Started 

The spreadsheet currently used in the lab is Microsoft Excel 97.  To start Excel either: 

Select it from the START / PROGRAM / Microsoft Excel menu;  

Or click double click on the Excel icon (shown on your right) on your desktop. 

You should see the spreadsheet screen similar to the one shown below.  

 

  
• Figure C.1. 

You may enter a value in a cell by selecting the cell (click on it with the mouse pointer) and then start 
typing.  To edit a cell, click on it, press F2 to activate it and then edit it. 

C.2.  Basic Concepts 

Cell Addresses 

The spreadsheet consists of cells each having its unique address consisting of the row and column 
position it occupies.  Note that the row addresses use numbers while letters are used to specify the 
columns.  For example, cell C4 refers to the cell in the spreadsheet in Figure D.1 that contains the 
value -0.95892. 

Appendix 

C Excel: Spreadsheets 
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Cell Contents:  Constants and Equations 

A cell may either contain a constant or an equation (sometimes also referred to as “formula”).  The 
difference between the two is whether the object is preceded by an equal sign:  anything preceded by 
an equal sign is considered an equation, anything else a constant. 

Constants 

Typical constants in a spreadsheet are text labels such as cell A5, “TOTAL."  Any number entered that 
is not preceded by an equal sign is also considered a constant. 

Equations (or Formulas) 

Though the sample spreadsheet above contains numerous equations they can not be seen because 
equations are normally not displayed.  Usually, the computer executes the equation and displays only 
the resulting value.  Figure D.2 is a picture of the same spread sheet as shown in figure 1 but revealing 
the “real” contents of the cells: 

  
• Figure 2 

As you can see now, the majority of the cells actually contain equations.  For example, all cells in 
column D contain equations while cells B1, B2 and B3 contain constants. 

 

If you want to see the content of a particular cell just move the cursor to that cell and the “real” content 
of that cell is displayed in the window above the column headers.  For example, as you can see from 
figure 2, cell C3 contains the equation: =SIN(B3).  This information is normally displayed in the window 
directly above the column header (see figure D.1). 

More Cell Addresses 

The majority of the cells in a typical spreadsheet usually contain equations.  Though such equations do 
not have to relate to values stored in other cells (for example: =2*7 is perfectly OK) most equations do.   
When an equation refers to a value in another cell, it can do so using an absolute, a relative or a mixed 
reference for the address.  As long as you do not move or copy a cell referring to another cell, the way 
absolute and relative addresses function are identical. 
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Absolute Reference or Address 

To make a reference absolute, it is preceded by a dollar sign.  The address can be absolute with 
respect to the column (for example: =$C4), the row (for example, =C$4) or both, colon and row (for 
example =$C$4). 

Relative Reference or Address 

Any address not preceded by a dollar sign is relative.  As previously mentioned, addresses may either 
be entirely relative, (for example: =C4) or they can contain both absolute and relative references. 

Address Range 

For certain mathematical functions, an entire range of cells can be specified.  This is indicated by 
inserting a colon between the starting cell and ending cell, for example A5:C9 indicates all cells in the 
range from and including A5 to C9.  As you can see, though most of the times a range only spans part 
of a column or row, it can span multiple columns and rows.  Another example is shown in cell B5, 
figure2, which adds the contents of cells, B2, B3 and B4. 

How to Enter the Address in an Equation 

Two methods exist:  First, you click and move to the appropriate cell and then type the equation with 
the necessary address.  This is difficult because it’s easy to mistype the address.  A better method is, to 
move to the cell and enter the equation till you have to enter the address.  At this point move the cursor 
to the actual cell that you are referring to and hit return; the computer will automatically insert the 
address into the equation.  If you are referring to a range of cells you can select those directly by 
moving the cursor to the first cell, then while holding down the shift key, move to the last cell in the 
range. 

Copying 

As previously mentioned, the difference between absolute and relative addresses becomes apparent 
when copying the content of a cell to a different location. 

Copying a Relative Address 

Consider the following example:  we want to multiply by 2 all constants in column A and store the 
results in column B.  As you can see from the spreadsheet in table 1, we have already entered the 
corresponding equation in cell B5. 

 

 A B C 

5 5 =2*A5  

6 6   

7 7   

 

• Table 1  (Note:  these and the following tables display what is stored in the cells, not what the computer would 
display on the screen!) 
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Instead of entering subsequent equations in cells B6 and B7 we decide to copy the content of cell B5 
into B6 i.e. we use Excel’s copy/paste feature.  When we copy the content of cell B5 into cell B6 the 
following happens: 

 A B C 

5 5 =2*A5  

6 6 =2*A6  

7 7   

• Table 2 

Though we expected cell B6 to be =2*A5, the computer automatically updated the referring address 
because it was a relative reference. 

 

When copying cells with relative addresses to a different location one should read them like: this 
reference is in regard to the cell directly to the left; multiply its content by 2.  In other words, when 
copying relative addresses the computer will do some thinking for us. 

Copying an Absolute Address 

Now we repeat the example shown in table 1 using an absolute address: 

 

 

 A B C 

5 5 =2*$A$5  

6 6   

7 7   

• Table 3 

When the content of cell B5 is copied into B6, the address remains unchanged. 

 

 A B C 

5 5 =2*$A$5  

6 6 =2*$A$5  

7 7   

• Table 4 

Warning About Copying Data to Different Places in a Spreadsheet! 

Though these examples appear rather trivial they lead to a very important point.  What is shown in the 
above tables is not what you would normally see on the computer screen because the computer 
displays only the results from your calculations and so you don’t know if the results were obtained using 
constants, or formulas with either absolute or relative addresses.  Therefore, if you copy a data to 
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another place in the spreadsheet or to another spreadsheet using the copy/paste feature, the copied 
data may not be the same as the original.  This is almost always the case if the data your copying has 
relative addresses.  

 

You have two options to avoid this problem.  Either make the addresses in the original data absolute; 
this can be annoying at times because you have to go back and change your equations.  The second 
approach is to use the copy/paste special feature:  values.  If you use this feature, the program 
copies the equations, evaluates them and finally only stores the resulting values as constants in the 
new location. 

Making Multiple Copies:  Filling in 

Filling in:  Fill Down, Fill Right 

So far our examples for copying cells have been more for illustration purposes and have not yet 
revealed the power of spreadsheets.  Most of the times, we do not just want to copy one cell but a 
whole range of cells.  For example, going back to table 1, if we could copy the first cell multiple times in 
one keystroke then we could multiply all values in the first column.  The process of copying a cell 
multiple times is called filling and depending if it is done in a row or column, it’s called fill right or fill 
down. The fill-process involves three steps: 

1)  enter the equation or constant in the first cell that you want to be duplicated 

2) select an adjacent range of cells into which the equation or constant will be copied. (To highlight or 
select, move the cursor to the first cell, hold down the shift key while moving the cursor to the last cell in 
the range.) 

3) select the “fill down or fill right” feature under the EDIT / FILL menu or as short-cut, press CTRL-R or 
CTRL-D, respectively. 

Filling “in” Equations Containing Relative Addresses 

Let’s repeat the example in table 1.  After having entered the equation in the first cell, (B5), we select or 
highlight cells B5:B7.  After having selected fill down, the spread sheet looks like: 

 

 A B C 

5 5 =2*A5  

6 6 =2*A6  

7 7 =2*A7  

• Table 5 

Note how all the relative addresses are automatically updated 

Filling “in” Equations Containing Absolute Addresses 

If we use a fill-down on the example in table 3, all cells would be filled with the equation: = 2*$A$5. 

Filling “in” Equations With Containing Relative and Absolute Addresses 
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For a more advanced example consider what happens if we decide to fill down a “mixed” referenced 
address.  For example we want to multiply the values in column A by a value at the top of column B. 

 

 A B C 

5  2  

6 5 =$B$5*A6  

7 6   

• Table 6 

The equation in cell B6 of table 6 could be filled down and would produce the desired effect.   What 
about if we want to multiply column A with various constants specified in row 5?  Certainly we could 
enter in cell C6:  =$C$5*A6 and a similar equation in column D.  This is cumbersome.  A better way is 
shown in cell B6, Table 7: 

 A B C 

5  2  

6 5 =B$5*$A6  

7 6   

• Table 7 

Now we can both fill the value in cell B6 down and right and with very little effort set up the following 
table: 

 A B C 

5  2  

6 5 =B$5*$A6 =C$5*$A6 

7 6 =B$5*$A7 =C$5*$A7 

• Table 8 

C.3.  Advanced Topics 

Equations 

Excel has an extensive library of advanced mathematical and statistical functions.  The ones most often 
used are: 

 =if( condition, A, B) if condition is true, A will be executed, else B 

 =sum( RANGE ) totals all values for cells specified in RANGE  

 =max( RANGE ) finds the largest value for the cells specified in RANGE 

 =min( RANGE ) finds the smallest value for the cells specified in RANGE 

 =count( RANGE ) returns a number indicating how many cells in RANGE contain values 
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 =average( RANGE ) calculates the average for the cells specified in RANGE 

These are just some of the many functions that are provided.  For a listing of the functions and their use 

click on the “function wizard” button, . 

Graphics 

To Create Graphs 

It’s very easy to make graphs:  select or highlight the data and then use the charting options to plot it.  If 
you should change your data, Excel automatically updates your graphs also. 

There is a “chart wizard” button  but it can be cumbersome.  Instead, use the direct step by step 
approach to create charts: 

1) Select the columns or ranges (hold down the CTRL key if selecting non adjacent columns)  
containing the data and any header that you want to plot.  Do not select any data that you want to use 
for errors bars, i.e. your  σi. 

2) Select:  Insert, Chart. 

3) A menu will guide you through different charting options; select the ones you want.  If you want to 
plot x vs. y, which is the case most of the time, then select XY (Scatter).  Warning:  if you select  Line 
graph instead, the x data will not be plotted but appears instead as evenly spaced labels along the x-
axis!  Be careful!  Go to the next panel by clicking on NEXT. 

4) The next window displays the data range selected for plotting and confirms that the data series are 
stored in columns rather than rows.  Usually, you do not need make any changes in this window. 

5) Go to the next panel, which will give you the option to enter chart titles and axis labels.  Proceed to 
the next panel. 

6) In this panel, you have to choose if you want the new graph to be inserted as a new sheet or as an 
object in the current spreadsheet.  Always select As New Sheet.  Do not select As Object in… because 
this generally leads to tiny charts that are difficult to see, annoying to resize, place and print.  Select 
"FINISH." 

7) You should see a new tab added to your worksheets, by default called CHART1, containing the 
new graph.  To view your spreadsheet again click on the tab on the very bottom of the chart, most likely 
it will say Sheet1; to go back to the chart click on Chart1.  You can change these labels by double 
clicking on them. 

 

Adding Error Bars to Your Graph 

To add error bars to your graphs, in your spreadsheet (ideally adjacent to the real data) add a column 
with the σi for each data point: 

1) With the right mouse button click on any data point in your graph; once selected the color of the 
data points will change and a menu appears. 
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2) On that menu, select: Format Data Series. 

3) Click on the Y-Error Bars tab.  A window like the one shown below is displayed. 

 

4) Click on the colored button that the arrow in the above picture points to.  A new window called 
Format Data Series Custom + will open.  See below. 

 

5) Select the worksheet containing the data with the σI : Select it, by clicking on its tab, at the bottom 
of the chart. 

6) On that sheet, highlight the σI.  Note that the address range is automatically filled in the Format 
Data Series-Custom+ window as shown above. 

7) In the Format Data Series-Custom+ window, click on the colored button to the right, directly below 
the "x" button.  It will return you to Y-Error Bars window. 

8) Click on the colored button in the Y-Error Bars window directly below the one you just clicked on, 
i.e. the one to the right in the Custom - window.  A new window called Format Data Series Custom - will 
open.  Repeat steps 4 through 7. 

 9) When done, click Enter in the Y-Error Bars window.  Your graph should now display the 
appropriate error bars. 

 

Note:  make sure you match the yi and the σi .  If the addresses are not matched, strange stuff can 
appear on the graph. 
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Adding a Trendline to Your Data 

Though Excel has some line fitting capabilities, you should use these with great care!  They are only 
useful in that they give you a quick, first glance at the data.  For more serious fitting, use your own 
program!  Anyway, here it is: 

1) Just like in step one for selecting the error bars, click on one of the data points in the chart. 

2) Select in the Add Trendline menu and select the type you want, i.e. usually linear. 

3) Click on the Options tab and select Display Equation on Chart. 

4) Since the font size for the displayed equation is very small, click on the equation, click on Font and 
then Increase the Size to 20. 

Basic Tips: 

Do Not Start a Spreadsheet at Cell A1! 

Always leave a few columns to the right and a few rows on top free.  As you will work on your 
spreadsheet, they will come in very handy because you may want to add something.  In case you do 
not need them, delete them when you are done. 

Always List the Results in the Top Rows! 

You will have to break with the habit of listing your results at the bottom of a column.  Unless the 
columns are very short, always display your results on top.  If you list them on the bottom, you or the 
user has to go searching for them; if they are on top, they are visible and easy to find. 
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